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1 Introduction

The Internet started out as a small research
network intended for use by universities and the
academic community. It was created to support
a few simple distributed applications: FTP (the
File Tlansfer Protocol), email and remote access
using TELNET. Flom this modest beginning
the Internet became a household name and now
connects millions of individuals, corporations and
academic institutions worldwide. The changing
user profile caused a change in the whole In-
ternet environment, which became increasingly
multimedia-oriented, with the hugely popular
WWW (World Wide Web) at the forefront. The
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present Internet needs strong support for real-
time traffic, flexible congestion-control schemes,
and security features. Bcommerce and similarly
demanding applications are forcing the move
towards a more powerful Internet. The existing
Internet, together with the Internet Protocol
Version 4 (IPv4) currently in use, is not able to
meet these requirements easily.

Some Limitations of IPv4 and Correspond-
ing Improvements in IPv6:
Internet protocols were first developed in 1969,
when no one could have foreseen what the Inter-
net would become. Although IPv4 has stood the
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test of time exceedingly well, there are sonle areas
where it is unable to deliver the perforrnarlce now
reqr r i red  ( [1 ] ) , ( [2 ] )

IPv4 Addressing: IPv4 uses a 32-bit address
space, which provides for a total of 232 (approxi-
mately 4 bill ion) addresses. These addresses are
allotted in different classes of address space which
support different nurnbers of host addresses.

o Class A address space: 16 million host acl-
dresses
r Class B address space: 65,000 host addresses
. Class C address space; 256 host addresses

Major universities and corporations that played
a founding role in the development of the Inter-
net were assigned class A address space. Since no
organization is likely to use 16 million addresses,
utilization was sparse. This leads to corrsiderable
wastage, since once addresses have been assigned
to a particular network, they are tied up with that
network, whether actually used or not. Networks
are proliferating rapidly, and with increased de-
mand, there is a shortage of address space. This
problem, first predicted in the late BOs, became a
major concern by 1992. The Internet Engineering
Task Force (ItrTF) started working on a solution
which would absorb and sustain future growth.
Three areas of concern were identified:
o Scarcity of the Class B address space
o Inflation in the size of the routing tables for
the Internet
r Eventual exhaustion ofthe 32-bit address space.

In order to provide a prompt solution to the
first two problems, IETF developed Classless
Inter-Domain Routing (CIDR). The official
documentation of CIDR is available in RFC
1517( [3 ] ) ,  1518( [4 ] ) ,  151e( [b ] )  and 1520( [6 ] ) .
This, however, was only a short term solution
since the third problem could not be tackled in
this fashion ([7]).

Another shortcoming lies in the fact that Ipv4 is
best ernployed for unicast addressing (explained
later), where a single address bit pattern corre-
sponds to a single host (poirrt to point). It offers
poor support to other forms of addressing which
reduces the flexibilitv.
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IPv6 Addressing([8]) :  Ipv6 assigns a unique
address for each connection between a computer
and a physical network. IPvG addressing differs
frorn IPv4 addressing in a markedly different way.
Addresses do not have defined classes. Here a
prefix length rnust be associated with each ad-
dress (e.g. in a routing table) to enable software
to know where the prefix ends. Secondly, Ipv6
defines a set of special addresses that completely
differ from IPv4 special addresses. Ipv6 does not
include a special address for broadcasting on a
given network. Essentially, each IPvO address is
one of three basic types: Unicast, Multicast and
Anycast, explained later in Section 3.3.
Performance: LANs and WANs are constantly
progressing to ever-higher data rates. Gigabit
Ethernets have come into being. The increasing
number of services (particularly graphics-related
services), available over the Internet, has resulted
in a rise in the ratio of external traffic (that leaves
the local network) to internal traffic. With their
immense speed and the increased load, routers
need to be much faster than before, so as to be
able to utilize the high-speed links to their full ca-
pacity and also to handle heavy traffic. Although
the routers today can handle the traffic, improve-
ment in design of the IP can significantly improve
performance by reducing the size of the routing
tables.

Quality of Service: This is the measure of per-
formance that reflects transmission quality and
service availability of a transmission system ( [g]).
There are standards for QoS which exist in Ipv4.
In IPv4, real-time traffic relies on the Type of Ser-
vice(ToS) field. The packet is identified using a
UDP or a TCP port. This identification cannot
be done when the packet is encrypted. Also the
ToS field has limited functionality and there have
been various interpretations of it whicli are nor
consistent with each other.

Some parameters control the amount of traffic
the source router sends over on the Ipv6. If any
switch (along the path) cannot accornodate the
requested parameters, the request is rejected, and
a rejection rnessage is transmitted to the request
originator.

Security: IPv4's only provision for security is in
the form of an optional security label field. It
is possible to provide for end-to-end security at
the application level, but a standardized Ip-level



THE NEXT GENERATION INTERNET PROTOCOL

security service would be far more convenient as it
would take the burden of providing security away
from the application.

2 Some features of IPv6

Internet Protocol version 6 is the next generation
Internet Protocol. It has been created with a view
to providing the features that IPv4 lacks, provid-
ing faster, better service and meeting the growing
demands of the Internet.

2.1 IPv4 Header

The IPv4 header ([12], page 10) is variable
length and includes several fields. This leads to
a lot of processing overhead. Further, since IPv4
allows fragmentation at the router level, this
adds to the processing delay. Table 1 describes
the fields of the IPv4 Header. A summary of the
contents of the Internet Header (IPva) Format
follows ([rs]) :

Version: 4 bits: Version field indicates the
format of the internet header. A value of 0100
indicates IPv4.
IHL (Internet Header Length Field): 4 bits:
This field is the length of the internet header iir
32 bit words and points to the begining of the
data.
Type of Service (ToS): 8 bits: This field
provides an indication of the'abstract parameters
of the quality of service desired, which in turn
guides the selection of the actual service param-
eters, when transmitting a datagram through a
particula.r network. Several networks offer service
precedence, which treat high precedence traffic
as more important than other traffic. The major
choice is a three way tradeoff between low-delay,
high reliability and high-throughput. Bits 0 - 2l
Precedence.
Bit 3: 0 : Normal Delay; 1 : Low delay.
Bit 4: 0 : Normal Throughput; 1 : High
Throughput.
Bit 5: 0 : Normal Reliability; 1 : High Reliabil-
itv.
Bi ts6-7:  Reserved.

Total Length: 16 bits: Total Length is the
length of the datagram, measured in octets,

!t r!-
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including internet header and data. This field
allows the length of a datagram to be up to
65,536 octets. Such long datagrams are mostly
impractical, 576 octets (o. lower) being the
standard length. This size allows a data block
of 51,2 octets and 64 header octets to fit in a
datagram.

Identification: 16 bits: An identifying value
assigned by the sender to aid in assmbling the
fragments of a datagram.

Flags: 3 bits:
Bit 0: Reserved: must be zero.
Bit 1: DF: 0 - May FYagment
D F : 1 : D o n o t F b a g m e n t
Bit 2: MF: 0 : Last Fbagment
M F : 1 : M o r e F b a g m g n t s .

trbagment Offset: 13 bits: This field indicates
where in the datagram this fragment belongs.
The fragment offset is measured in units of 8
octets.

Time to live: 8 bits : This field indicates the
maximum time the datagram is allowed to remain
in the internet system. This is measured in units
of seconds, intention is to cause undeliverable
datagrams to be discarded.

Protocol: 8 bits: This field indicates the next
level protocol used in the data portion of the
internet datagram.

Ileader Checksum: 16 bits: A checksum on
the header only. Since some header fields change
(".S. Time To Live), this is recomputed and
verified at each point that the internet header is
processed.

The checksum field is the 16 bit one's comple.
ment of the one's complement sum of all 16 bit
words in the header. For purposes of computing
the checksum, the value of this field is taken
as zero. It is simple to compute checksum and
experimental evidence indicates its adequacy.
But this is provisional and may be replaced by a
CRC procedure, depending on the situation.

Source and Destination Address: 32 bits
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Table 1: The IPv4 lleader
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each.

Options: To keep the headers of most data-

grams small, IP defines a set of options that can

be present, if needed. When an IP datagram

does not carry options, the header length field
(labeled H. Len.) contains 5, and the header

ends after the DESTINATION IP ADDRESS

Field. Because the header length is specified in

32-bit multiples, if options do not end on a 32-bit

boundary, PADDING that contains zero bits is

added to make the header a multiple of 32 bits

(t7l).

2.2 IPv6: The new protocol

Faced with the increasing inadequacy of IPv4, it

became necessary to design a new protocol that

was equipped to handle the present-day Internet.

The successor to IPv4 is the Internet Protocol

version 6 (IPv6). The new protocol not only

overcomes the shortcomings of the old protocol

but also adds facilities for mobility, anycast

addressing, packet tracing and, in particular,

larger address space ([11]).

2.3 The IPv6 Header

The header for the new protocol ([12]' page

L0) has been designed to be much simpler than

the old IPv4 header, which has several fields

including a variable length options field (as

shown in Table 1). This field was used to specify

options for special case packets. The new header,

in contrast, has only six fields and two addresses.

Table 2 describes fields of the IPv6 Header.

One of the most significant improvements ([13])

in the IPv6 header is the fact that it is a fixed-

length header, which simplifies processing. In fact

it becomes simple enough to be handled by Ap-

plication Specific Integrated Circuits. The fields

in the IPv6 header are:

1. Version field (4 bits)

2. Priority value (4 bits)

3. Flow Label (24 bits)

4. Length of the payload (16 bits)

5. Type of the next header (8 bits)

6. Hop limit (8 bits) The header includes 128-

bit source and destination address fields.

One change that has been subject of some contro-

versy was the decision to omit the header check-

sum field, regarded by some as a risky move. How-

ever, since checksum computation takes place in

both the data link and transport layers, its ab-

sence in network layer is unlikely to cause worries.

2.3.t Version field

This field carries the same meaning as it did in

IPv4 and is used to identify the version of IP being

used.

2.3.2 Flow Label and Priority fields

These are both used in the handling of real-time

traffic. The priority field is used to assign levels

of precedence to different packets (this supports

real- time traffic because real-time packets can be

assigned higher priority). The flow label field is

used to identify a packet as belonging to a par-

ticular flow. A flow is a sequence of packets from

Vers I IHL Service Type Total Length

Identification FlS. I Flagment Offset

Time to Live Protocol Header Checksum

Source Address
Destination Address

IP Options ?adding
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Table 2: The IPv6 }feader

a particular source to a particular destination, all
of which receive the same treatment at a router.
The idea of using flows is that for the packets in
a flow, routing algorithms do not have to be com-
puted every time. Once a packet is identified as
belonging to a flow, a router simply forwards it
along the path designated for that flow.

2.3.3 Payload length

The payload length field specifies the length of
the data carried after the header. IPv6 supports
a maximum payload length of 216 : 64KBytes
for normal packets. However, packets of larger
size can be supported through jumbograms.

2.3.4 Hop Limit

This field is intended to ensure that a packet does
not live infinitely in the network. It specifies the
maximum number of hops for which a packet is
allowed to live. This number is decremented by
every router forwarding the packet at each relay.
The Hop Limit is similar to the IPv4 ,Time to
Live" field except that there is no historical re-
lation to the amount of time (in seconds) that
the packet is queued at the router([8]). The no-
tion of hop limit is easier to implement because
it is very difficult to estimate the waiting time of
a specific packet, which also has to be factored
into the calculation. The decision to restrict the
hop limit field to 8 bits has not found favour with
critics, who feel that this restriction allows a max-
imum number of only 256 hops per packet in the
network, which may be too few. It is to be hoped
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that the superior performance offered by IPvO will
make it unnecessary for any packet to spend more
than 256 hops on the network.

2.3.5 Next Header

One of the major changes made by IPv6 ([1];

lz)i lLzl Page 17) is in the organization of Ip
packets. In IPv4, the header is immediately fol-
lowed by the transport protocol data. Special-
case treatment of those packets that required it
was provided for by the options field in the main
header. IPv6 uses a fixed header format. If a
packet requires special case treatment, it can be
specified by an extension header. In such cases,
the "next header" field is set to the type ofexten-
sion header to follow. For a simple data packet,
without any extension headers, the next header
field is set to the transport protocol type, UDp
or TCP.
The interleaving of extension headers results in
a daisy chain ([L2], Page 1b) of headers. Each
extension header can in turn specify another ex-
tension header or a transport protocol type.
Tables 3, 4 and 5 show different organizations of
headers. Table 3 shows Packet without Exten-
sion Headers, Table 4 shows Packet with Routing
Extension Header and Table 5 shows Packet with
Routing and Fragment Extension Headers.
The IPv6 specification defines six extension head-
ers ( [13])  :
r Hop-by-hop options header: Defines special
options that require hop-by-hop processing.
o Routing lfeader: Provides extended routing.
. Flagment Header: Contains fragmentation

31241612
Vers Priority Flow Label

Payload Length Next Hdr Hop Limit

Source Address
(128 bi ts)

Destination Address
(L28 b i ts)
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Table 3: Packet without Extension Header

Table 4: Packet with Extension Header

and reassembly information.
o Authentication lleader: provides packet in_
tegrity and authentication information.
o Encrypted Security payload: provides pri_
vacy.
o Destination Options lfeader: Contains op_
tional information to be examined by the desti_
nation node.
Address Space: IPvG allows 128-bit source and
destination addresses, which means a total of
2128 - 3 * 1038 addresses. With such a large
address space, each device can have a globally
unique address and there is no danger of running
out of addresses.

2.4 A Comparison of Two Headers

The new header of IPvO is in fact much simpler
than that of the classic Ipv4. Only 6 fields
and two addresses are counted, while the Ipv4
has 10 fixed header fields, two addresses and
some options. The Version Number kept the
same meaning and the same position, in both
ca^ses it is encoded in the very first 4 trits of
the header. It has been thought that whenever
possible, IPv4 and IPvO will be demultiplexed at
the media layer. For example, Ipv6 packets will
be carried over Ethernet with the content type
86DD (Hexadecimal) instead of Ipv4's g000.

Six fields were suppressed, the header length,
the type of service, the identification, the flags,
the fragmentation offset and the header check_
sum. Three fields were renamed and in some
cases slightly redefined: the length, the protocol
type and the time to live. The option mechanism

was entirely revised, and the two new fields were
added : a priority and a flow label.

2.4.L Simplifications

The IPv4 header was based on the state of the art
of 1975. After 20 years, we could proceed with
three major simplifications:
o Assign a fixed format to all headers
o Remove the header checksum
o Remove the hop-by-hop segmentation proce-
dure
IPv6 headers contain no optional element but un-
like IPv4 where a variable length option field is
active, here extension headers are appended after
the main header. Obviously, there is no need in
IPv6 for a header length field (IHL).
Removal of Header Checksum has its advantage
in terms of Header Processing meaning there is no
need to check and update the checksum at each
router point. The obvious risk is that undetected
errors may result in misrouted packet. This risk
is practically very low as most encapsulation pro_
cedures include a packet checksum.
IPv4 included a fragmentation procedure so that
senders could send large packets withour worry-
ing about the capacities of routers. The large
packets could be fragmented into smaller size,
if necessary. The recipients would wait for the
arrival of all these segments to reconstitute the
packet. Incidentally, successful transmission of a
packet depends on the successful transmission of
each fragment. In IPv6, hosts should learn the
maximum acceptable segment size through a pro.
cedure called path Maximum Ttansmission Unit
(MTU) discovery. Larger than this size packets

IPvG Header

Next }leader - TCP

TCP Header*Data

IPv6 Header
Next lleader :

Routing lleader
Next lleader :

TCP

TCP Header*Data



IPv6 Header
Next Header :

Routing

Routing Header
Next f{eader :

Fbagment

Fragment Header
Next fleader :

TCP
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Table 5: Packet with Routing and Flagment Extension Header

will simply be discarded. Hence, in IPv6, the seg-
mentation control fields are not necessary. IPv6
networks have a general limit of payload size of
536 octets, this or smaller size packets will move
freely.
In IPv6, Type of Service field has been removed
as in IPv4 (in reality) this field was not frequently
set by applications. IPv6 provides differnt mech-
anism for handling these preferences.

2.4.2 Some IPv6 Headers

o Payload Length: The Total Length of IPv4
is replaced by the Payload Length of IPv6 which
is, by definition, the length of the data carried
after the header. In both IPv4 and IPv6, the
length field is of 16 bits, which limits the packet

size to 64 kilobytes. For larger packets, IPv6 has
the "Jumbogram" option.

o Next fleader: The protocol Type field of IPv4
was renamed to Next Header type to reflect the
new organization of the IP packets. In IPv4, the
IP header is followed by the Tlansport Protocol
Data, e.g. UDP or TCP packet. Simplest type
of the IPv6 packets will have exactly the same
structure, where the next header type will be set
to the protocol type of UDP or TCP. IPv6 also
allows to interleave Extension Headers between
the IP and TCP or UDP payload. The Next
Header Type will then be set to the type of the
first extension header.

. Hop Limit Field: The Time to Live (TTL)
field has been renamed to Hop Limit field. In
IPv4, the time to live was expressed as a number
of seconds, indicating how long the packet could
remain in the network before getting destroyed.
Time to Live was based on the fact that if packets
were allowed to remain infinitely in the network,
old copies of the packet would create problem.
In IPv4, the TTL will be decremnted by each
router by 1 second or by the time spent waiting

in the router queues is larger than 1 second.
But it is very difficult to correctly estimate
the waiting time of a specific packet as these
are counted in milliseconds, hence most routers
simply decrease the count by 1 at each router. In
IPv6, this mechanism of decrementing the count
by L has been implemented and the field has
been renamed. It counts the number of hops, not
number of seconds.

2.4.3 New Fields

Two new fields in the IPv6 header have been
added, the Flow Label and the Priority. These
two are added to help handling Real-Time traffic.
The Priority Field has similarity with the Prece-
dence Field of IPv4. The Flow Label is used to
distinguish packets that require the same treat-
ment, i.e. they are sent by a given source to a
given destination with a fixed set of options.

3 IPv6 Addressing Details([14])

IPv6 has been designed with a goal in mind,
to enable high-performance, scalable inetrnet
which will operate for a long time to come.
IPv6 will allow Internet backbone designers to
create a flexible and global routing hierarchy.
The hierarchical address system is similar to
that of the National and International Telephone
systems. Large central-office switches need only
a three-digit national area code prefix to route a
long-distance telephone call to the correct local
exchange.

Apart from the relative size of the address fields
of the two protocols, IPv4 (32-bit address) and
IPvO (128-bit address), another important point
is the relative abilities of these protocols to pro-
vide a hierarchical address space that facilitates
efficient routing. IPv4 was initially designed
with Class A, B and C addresses which provided
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progressively lower addressing capability but did
not provide a hierarchy that would allow a single
high-level address to represent many lower level
addresses. Hierarchical address systems work
in much the same way as telephony country
codes or area codes. This allow long-haul phone
switches to route calls efficiently to the correct
country or region using only a portion of the full
phone number.

Without an address hierarchy, backbone routers
would be forced to store route table information of
the path reaching to every network in the world.
With the present day huge number of routes, it
is not practical to manage route tables and up-
dates for so many routes. With the phenomenal
growth of Internet, the non-hierarchical nature
of the original IPv4 address space proved inad-
equate. This has been improved by use of Class-
less InterDomain Routing (CIDR) but legacy ad-
dress assignments still hamper routing within the
Internet. These address assignments limit both
local and global levels of internetworking ([12]).
CIDR uses bit masks to allocate a variable portion
of the 32-bit IPv4 address to a network, subnet,
or host. CIDR permits "route aggregation" at
various levels of the Internet hierarchy, whereas
Backbone Routers can store a single route Table
entry that provides reachability to many lower-
level networks. CIDR does not gurantee an ef-
ficient and scalable hierarchy. In order to avoid
maintaining a separate entry for each route indi-
vidually, it is important for routes at lower lev-
els ofthe routing hierarchy, that have longer pre-
fixes, to be summarized into fewer and less specific
routes at higher levels of the routing hierarchy.
Legacy IPv4 address assignments that originated
before CIDR and the current access provider hi-
erarchy often create problem in summarization.
The lack of uniformity of the current hierarchi-
cal system, coupled with the rationing of Ipv4
addresses, makes the whole business quite com-
plicated. These issues affect all types of trans-
actions. Moreover, in case of changing from one
ISP to another, renumbering of IPv4 sites is ex-
tremely complicated. That is where IPv6,s ease
of use comes into picture.

A. Ramani et. al.

3.1 Removal of special cases

When an enterprise cannot summarize its routes
effectively as it cannot present globally unique
addresses to the internet, it may deploy private,
isolated address space, which is non-unique but is
not visible to the Internet. Users with such sit-
uations, typically use gateways and Network Ad-
dress tanslators (NATs), to manage their con-
nectivity to the outside world. This blocks the
integration of internal addresses with the global
Internet addresses. This adhoc solution provides
convenient connectivity between the enterprise
and the Internet addresses of the present IPv4
world, but this is not suitable a^s a general solu-
tion and particularly so, if full robust connectiv-
ity with the outside is required. NAT translators
also run into trouble when applications embed IP
addresses in the packet payload, as is the case
for FTP programs, Mobile IP and the Windows
Internet Name Service (WINS) registration pro-
cesses. Today's hierarchy of limited and poorly
allocated IPv4 addresses has already caused prob-
lems and will continue to do so as more devices
are getting connected to the Internet.

3.2 Address Allocation

The first field of an IPv6 address is the variable-
length format prefix. (For details on different pre-
fixes refer to ([r]); (t2l)). This identifies an ad-
dress as belonging to a particular category.

3.3 Address Categories

IPv6 addresses belong to one of three categories
([s]) ,
o Unicast: Point to point addresses. An address
identifies exactly one interface. A packet sent to
a unicast address is delivered to that interface.
o Multicast: An address identifies a group of sta-
tions (or interfaces). A packet sent to a multi-
cast address will be sent to all members of that
group. However, multiple copies of the packet will
be made only at the last possible router. Till then
a single packet will be sufficient.
o Anycast: This address also identifies a group of
stations but a packet sent to an anycast address
is normally sent to only one point, the nearest
member of that group.



'..:r'

THE NEXT GENERATION INTERNET PROTOCOL
:i-,j

3.3.1 Unicast Addresses

Unicast addresses can be structured and allo_
cated in a number of ways. Ipv6 defines two
basic formats, provider-based and special address
formats. Table 6 shows provider-based address
format.

Provider-based addresses are composed of the J_
bit prefix 010 followed by five variable-length com-
ponents:

L. Registry ID: Identifies the registration au_
thority which assigns the provider portion of
the address.

2. Provider ID: The ID of the Internet Service
Provider, which is obtained from the registry.

3. Subscriber ID: Address of the subscriber,
assigned by the provider.

4. Subnetwork ID: Uniquely identifies a sub-
network.

5. Interface fD: Uniquely identifies a station
within a subnetwork.

Special address formats are of five types (tg]) ,

Unspecified Addresses: This type of address
consists of 16 null bytes, and can be used as a
source address by a station that has not yet been
configured with a regular address. Its address is
0:0:0:0:0:0:0:0 and it can also be used in control
messages when the presence of an address is
semantically required but no address is available.
It shall never be used as a destination address.

Loopback Address: This address is written
as 0:0:0:0:0:0:0:1 and may be used by a node to
send an IPv6 datagram to itself (equivalent to
L27.0.0.018 of IPv4). The loopback address and
the unspecified address is never assigned to an
interface.

Some parts of the global Ipv4 address sDace have
been reserved for special purposes. These blocks
have been designated for such things as private
internets and multicast traffic.

IPv4 based Addresses: By prepending a 96_
bit null prefix we can construct an Ipv6 address
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that is compatible with B2-bit Ipv4 addresses.

Site Local Addresses: Identified by the site
local prefix. These addresses cannot be routed
on the global Internet. Their uniqueness is
guaranteed only within a site. Organizations
wishing to use the TCP/Ip technology without
being actually connected to the Internet can use
this type of addressing.

Link Local Addresses: These addresses are de_
fined only within a link. They can be used by sta_
tions cdnnected to the same link or local area net_
work.These packets are never sent through routers
(equivalent to L69,2b4.0.0/16 of Link-local ad_
dress in IPv4).

3.3.2 Mult icastAddresses

IPvO includes the capability to address a prede_
fined group of interfaces with a single multicast
address. A packet with a multicast address is
sent to all members of the group. Ipv4 did not
originally support multicasting but the capabil_
ity was added in the form of the Internet Group
Multicast Protocol (IGMP) ([18]). However, in
IPv6 the functionality for multicasting has been
incorporated in the basic Internet Control Mes_
sage Protocol (ICMP) ([16]), ([12]) itself.

Multicast Address Structure: Multicast
addresses consist ofan 8-bit prefix (all 1s), a 4-bit
flag field, a 4bit scope field, and a 112-bit group
ID. Table 7 shows a Multicast Address Structure.

The first three flag bits are reserved (set to 0).
The fourth bit is abbreviated T for transient, or
one that is not permanently assigned.

The scope is encoded in a 4-bit integer, to limit
the scope of the multicast group. This is to ensure
that packets intended for local viewing do not leak
out onto the global Internet.

Group Management: Ipv6's version of
ICMP, ICMPv6 (includes IGMpv6) ([r.Z]), in_
cludes three group membership messages:
o Group Membership Query
o Group Membership Report
r Group Membership Termination

These are equivalent to the messages of Ipv4's
IGMP. To test membership of a station to a
group, a router sends a membership query and
stations that are members of a group respond
by a group membership report. Group member_
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Table 6: Provider based address format

010 I Registry ID I provider

Table 7: Multicast Address Structure

11111  111
8

flags
4

scope
4

Group ID
1,L2

ship terminations are sent by stations that leave
a group. ( For more details on group membership
message, refer to ([12]), pp 46 - f0).

3.3.3 AnycastAddresses

Such an address enables a source to specify that
it wants to contact any one node from a group of
nodes via a single address. A packet with such
an address will be routed to the nearest interface
within a group, according to the router's mea_
sure of distance. A possible use of anycast ad_
dress is to specify an anycast address in a routing
header to indicate an intermediate address along
a route. This address would refer to a group of
routers within a particular subnet or for a partic_
ular provider. The packet would be forwarded to
the nearest router. Usage of anycast addresses in
this manner, naturally reduces the time spent by
a packet on the network (if it is always sent to the
nearest router) and improves routing efficiency.

Anycast addresses are allocated from the same
address space as unicast addresses. Members of a
group must therefore be configured to recognize
the group address, and routers should be able to
map an anycast address to a group ofunicast ad_
dresses.

4 IPvG Headers

As mentioned earlier, IPv6 specifies six extension
headers:
. Hop-by-hop options header
o Routing Header
o Fbagment Header
o Authentication Header
r Encrypted Security Payload
o Destination options header

IPv6 Headers must appear in the following order:
o IPv6 header: Mandatory, must always appear
first
o Hop-by-hop options header
o Destination options header: For options to be
processed by the first destination that appears in
the IPv6 destination address field plus subsequent
destinations listed in the routing header.
r Routing Header
r Fbagment header
o Authentication header
o Encapsulating security payload header
o Destination options header: for options to be
processed only by the final destination of the
packet

4.L Hop-by-Hop options header

This carries optional information that, if present,
must be examined by every router along the path.
Table 8 shows the fields of Hop by Hop Extension
Header.

The next header field identifies the type of
header immediately following this header. The
header extension length field gives the length of
the header in 64-bit units, not including the first
64 bits. The options field is variable-length and
consists of one or more option definitions.

At present, only one option is present, the
jumbo payload option. The payload length field
in the IPv6 header is 16-bit, which means that
the maximum size for normal packets is 216 :
64K Byte. This option has a J2-bit option data
field which gives the length of the payload in
octets (header excluded). This allows a packet
size of upto 4 billion octets. For a jumbogram,
the payload length field in the Ipv6 header must
be set to 0 and there can be no fragment header.
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Table B: Hop by Hop Extension Header

Next Header I Hdr. Ext. Len.

One or more options

4.2 Routing Header

This header carries a list of intermediate ad-
dresses through which the packet shall be relayed,
a source route. Table 9 shows the fields of a Rout-
ing Header.
Fields:
o The next header, which identifies the type of
header following immediately.
o The routing type used to identify the header
format (current specification is only Type 0). For
Routing Type 0, which is defined in RFC 2460,
the routing type-specific data is a list of interme-
diate destination addresses ([18]).
o The number of addresses in the list (Num Ad-
drs).
o The number of the next address in the list (Next
Addr).
r The Strict/Loose Bit mask to classify routing
as strict or loose.

If the bit named Next Addr is set in the
strict/loose bit mask, the station must check
whether the next value in the list of addresses
is the address of a neighbour. The packet may
be forwarded to this address only if it is a neigh-
bour, if not, it is rejected. If the bit is not set, the
packet is forwarded regardless of the next address
being a neighbour or not.
Another improvement IPv6 designers have sought
to make, is to take away the burden of checkirrg
the source router field from all routers. In IPv4,
all routers have to check the source router field
even if they are only intermediate routers, not
part of the explicit source route. In IPv6, a router
checks the source router field only if it finds its
own address among the destination addresses in
the main header.

A station that recognizes one of its own addresses
in the main header first checks whether the Next
Addr value in the routing header exceeds the
number of addresses in the list (Num Addrs). if
it does, the packet has reached its destination and
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the station processes the next header. Otherwise
it simply proceeds with source routing.
When using the type 0 routing header, the desti-
nation address in the IPvC header is that of the
first router in the path. The final destination is
listed as the last address in the routing header's
list of addresses. When a packet reaches the node
identified in the IPv6 header, it either signifies

the end of the routing process (as above) or the
packet is forwarded and the destination address
field in the IPv6 header and Next Addr field in
the routing header are updated.
In order to return a packet to the sendet, an IPv6

node must reverse the route in a packet it receives

containing a routing header.

4.3 Fhagment Header

In IPv6, fragmentation is allowed at source nodes
only, not at routers. In IPv6, each subnetwork
must support a Maximum Tlansmission Unit
(MTU) of at least 576 bytes. In order to send
packets larger than this, a node must perform a
path discovery algorithm that enables it to learn
the smallest MTU supported by any subnetwork
on the path. It can then create fragments ac-
cording to this value of the MTU. Otherwise all
packets must have a fixed size of 576 bytes.
For each fragment, a fragment header is inserted
between the basic IPv6 header and the payload.
Table 10 shows the fields of a FYagment Header.
Fields:
r Next Header: Identifies the next header in the
daisy chain.
o Fragment Offset: Fragmentation is supposed to
occur on a 64-bit word boundary. IPv6 uses the
most significant 13 bits of a 16-bit word to specify
fragment offset, unlike IPv4 which used the least
significant 13 bits. To obtain an octet offset in
IPv6, the last 3 bits have to be set to 0, whereas
in IPv4 the offset had to be multiplied by B.
o Identification: Provides 32-bit packet identifica-
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and register the parameters that it needs to use.
in order to connect to the Internet.

The autoconfiguration process includes creat_
ing a link-local address and verifying its unique-
ness on a link, determining what information
should be autoconfigured (addresses, or other in_
formation, or both) and in the case of addresses,
whether they should be obtained through the
stateless mechanism, the stateful mechanism, or
both.

5.1 Link Local Addresses

As soon as an interface is initialized, the host can
build up a link local address for this interface by
concatenating the well-known link local prefix and
a unique token, a number that is unique to the
host on this link. A link local address can onlv be
used on the local link.

5.2 Stateless Autoconfiguration ([19])

IPv6 nodes start initializing their behaviour by
joining the "all nodes" multicast group. This is
done by programming their interfaces to receive
all the packets sent to the corresponding multicast
address. The nodes then send a solicitation mes_
sage (which is an ICMP message in Ipv6) to all
the routers on the link. The solicitation message
must include the link layer address of the source,
for example, its Ethernet or token ring address.

Table 9: Routing Header

Table 10: Flagment Header

Next lleader Reserved Flagment Offset Res lM
Identification

tion.
o More fragment bit: Set to 1 for all fragments
except the last fragment of a packet.

4.4 Destination Options Header

This contains optional information that, if
present, is examined only by the packet's desti_
nation node. Table 11 shows the fields of a Des-
tinations Options Header. An option is encoded
as a variable number of octets.
The option type identifies the type of the option,
and includes information about the action that
must be taken if the processing node does not
recognize the option. It also indicates whether
the option may change en route, and the option
number itself.
Some options merely provide additional informa-
tion on the packet or express preferences. If not
recognized, they can be safely ignored by a pro.
cessing node. Other options are critical and can_
not be ignored, and the packet must be discarded.
The authentication header and encrypted security
payload header are explained in the section on
security.

5 Autoconfiguration

Autoconfiguration, or plug and play literally
means that a machine will automatically discover

Next Header l Ro
Reserved Strict/Loose Bit Mask

Address[0]
Address[1]

Address[Num Address - L



'+ '9"
THE NEXT GENERATION INTERNET PROTOCOL

When the routers receive such a solicitation.
they are supposed to reply with a router adver-
tisement message. This is sent to the link layer
address of the requestor. The router advertise-
ment message (also an ICMp message) will con_
tain several parameters that can be used both for
autoconfiguration and for neighbour discovery.

The parameters used by the address configura_
tion procedures are two control bits, M and O,
and a prefixes option.
o Managed address configuration bit M: This is
set to 0 when stations are authorized to perform
stateless autoconfiguration, and set to 1 for state_
ful autoconfiguration (through address servers)
o Other configuration flag O: set to 1 when sta_
tions can carry out stateless address configura_
tion, but require servers for obtaining other con_
figuration parameters
o Prefix information option: There may be several
prefix options in a message, each of which encodes
one separate prefix. A prefix is encoded by a l2g_
bit address and a prefix length. When the M bit
is null, (autoconfiguration is permitted) the sta_
tion will examine the list of prefixes encoded as
options.

Stateless configuration is based on unique to_
kens.that are usually 48 bits long. Each address
refers to a single Ethernet segment and this is not
the best usage of address space. The whole Ipv4
Internet uses 32-bit addresses. It also raises secu_
rity issues. Stateless configuration is based on the
principle that a user can simply plug in a new ma_
chine and it automatically configures itself within
the network and runs. There is really no way
of making sure that unauthorized personnel, who
managed to carry a machine into the premises,
could not do the same thing.

(For further information on Stateless Configu_
ration refer to ([12J), pp TL-74).

5.3 StatefulConftguration

The routers' advertisements can specify that the
host should use stateful configuration by setting
up the managed configuration bit. If this bit is
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set, the host should contact an address server.
Isolated hosts do not receive any router adver_
tisement. They should also try to contact a local
address server.

(For further information on Stateful Configura_
tion refer to ([12]), pp Z5- Z6).

5.4 Stateless vs. Stateful
Configuration

Stateless configuration is simple to use and does
not require many servers. However, it has its dis-
advantages, namely inefficient address space us_
age and a lack of network access control.

Stateful configuration, while involving the ex_
pense and complexity of address servers, does al_
low easier enforcement of administrative controls.

A possible theory is to use stateless configura_
tion la.rgely for temporary address allocation but
stateful configuration for permanent address allo_
cation.

5.5 Address Resolution

The designers of IPvO developed a neighbour dis-
covery procedure that encompasses the functions
of address resolution (the address resolution pro-
tocol of IPv4) as well as router discovery. The
neighbour discovery protocol is defined as part of
IPv6 ICMP.

The description of the neighbour discovery pro-
cedure assumes that the host maintains four sep_
arate caches:
r The destinations cache has an entry for each
destination address toward which the host re-
cently sent packets. It associates the Ipv6 address
of the destination with that of the neighbour to.
ward which the packets were sent.
o The neighbour's cache has an entry for the im_
mediately adjacent neighbour to which packets
were recently relayed. It associated the Ipv6 ad_
dress of that neighbour with the corresponding
media address.
o The prefix list includes prefixes that have been
recently learned from router advertisements.

Table 11: Destinations Options Header
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o The router list includes the IPv6 addresses of all
routers from which advertisements have recentlv
been received.

5.6 The Basic Neighbour Discovery
Algorithm

In IPv6, Neighbor Discovery replaces the
broadcast-based Address Resolution Protocol
(ARP), ICMPv4 Router Discovery and ICMPv4
Redirect messages with efficient Neighbor Discov-
ery messages.
o To transmit a packet, the host must first find
out the next hop for the destination. The next
hop shall be a neighbour, directly connected to
the same link as the host. The host should then
find a valid media address for that neighbour.
o If a packet has already been sent to that neigh-
bour (as is usually the case), the neighbour ad-
dress is found in the destination cache. Ifnot, the
host checks if a cached prefix matches the destina-
tion address. If a match is found, the destination
is local, and the next hop is the destination itself.
If no match is found, the destination is remote
and the host should select a router from the table
of routers and use it as the next hop.
o Once the next hop is decided, it is entered into
the destination cache, and the neighbour's cache
is looked up to find the media address of that
neighbour. There are now four possibilities:

1. If there is no entry for that neighbour in the
cache, the host should send a neighbour so.
licitation message. The neighbour is added
to a new cache line whose status is set to in-
complete.

2. If there is no entry for that neighbour, but
its status is incomplete, the host should wait
for the completion of the procedure to learn
the media address and then send the packet.

3. If there is a complete line in the status of the
neighbour, the media address is known and
the packet can be sent immediately.

4. If the neighbour's entry in the cache has not
been refreshed for a long time, its status is
suspect. The media address can be used but
a neighbour solicitation message should also
be sent.

A. Ramani et. al.

6 Security

By implementing security at the IP level, an or-
ganization can ensure secure networking, not only
for applications that have security mechanisms
but also for security-ignorant applications. IPv6
has been designed to provide end-to- end security,
from source host to destination host.

IP-level security encompasses two functional ar-
eas: authentication and privacy. The authenti-
cation mechanism ensures that a received packet
was in fact transmitted by the party identified as
the source in the packet header. In addition, this
mechanism ensures that the packet has not been
modified in transit. The privacy facility enables
communicating nodes to encrypt messages to pre-
vent eavesdropping by third parties. The exten-
sion header provided in IPv6 for authentication is
called the Authentication Header (AH), and for
privacy the Encrypted Security Payload (ESP)
header (t201).

6.1 Security Associations

An association is a one-way relationship between
a sender and a receiver. If a relationship is needed
for two-way secure exchange, then two security
associations are required. A security association
is uniquely identified by an Internet destination
address in the IPv6 header and a security param-
eters index (SPI) in the enclosed extension header
(AH or ESP header).

A security association is normally defined by
the following parameters:

1. Authentication algorithm and algorithm
mode being used with the IP AH (required
for AH implementations).

2. Key(s) used with the authentication algo-
rithm in use with the AH (for AH implemen-
tations).

3. Encryption algorithm, algorithm mode and
transform being used with the IP ESP (for
ESP implementations).

4. Key(s) used with the encryption algorithm in
use with the ESP (for ESP implementations).

5. Presence/absence and size of a cryptographic
synchronization or initialization vector field



THE NEXT GENERATION INTERNET PROTOCO; 
'.'

for the encryption algorithm (required for
ESF implementations).

6. Authentication algorithm and mode used
with the ESp transform, if any is in use (rec_
ommended for ESp implementations).

7. Authentication key(s) used with the authen_
tication algorithm that is part of the ESp
transform, if any (recommended for ESp im_
plementations).

8. Lifetime of the key or time when key change
should occur (recommended for all imple_
mentations).

9. Lifetime of this security association (recom_
mended for all implementations).

10. Source address(es) ofthe security association
(recommended for all implemeniations).

11. Sensitivity level eg. secret or unclassified re_
fering to the protected data (recommended
for all systems and compulsory for systems
providing multilevel security).
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6.2 Authentication Header

The AH provides support for data integrity and
authentication of Ipv6 packets. The presence of
the AH will not change the behaviour of TCp or
any other end-to.end protocol like UDp or ICMp.
It will simply provide explicit insurance for the
origin of the data. Table 12 shows the fields of an
Authentication Header.
o Next header: Identifies the following header.
o Length: Length of authentication data field in
32-bit words.
o Security Parameters Index: SpI is the
acronym for "Security paramater Index,,. The
combination of a destination address, a security
protocol, and an SpI uniquely identifies a Security
Association, descritred earlier. The SpI is carried
in AH and ESp protocols to enable the receiving
system to select the SA under which a received
packet will be processed. Association is uniquely
identified by the SpI and the destination address.
o Authentication data (variable): An integral
number of 32-bit words.

6.2.1, Authentication Data

The AH is designed to protect the integrity of the
entire datagram and is therefore calculated over
the whole IP packet, to ensure that it has not been
modified in transit. However, some fields have
to be modified in transit. In the Ipv6 header,
the hop count is decremented at every hop. If
the routing header is used, the Ipv6 destination
and next address-are changed at every hop on
the source route, and some hop_by_hop opiiorrc
are also allowed to change. In Ipv4, the header
checksum and time to live fields are subject to
change. To avoid problems, the sender must pre_
pare a special version of the message, indepenJent
of transformations in transit 

"rrd 
th.r, compute

authentication data:
e In the IPv6 header, the hop count is set to 0.
o If the routing header is used, the lpv6 desti_
nation is set to the final destination, the routing
header content is set to the value that it should
have upon arrival, and the address index set ac_
cordingly.
o Options allowed to change in the hop_by_hop
header are not taken into account in the checksum
computation. The checksum is then computed us_
ing a cryptographic algorithm. RFC 1g2g (2ll)
specifies the use of MDb algorithm for authenti_
cation.

6.2.2 Authentication using keyed MDE

The Authenticarion Header (AH) t RFC_1826]
([220 provides integrity and'autirentication for
IP datagrams. All implementations that claim
conformance with the Authentication Header
specification must implement this keyed MDb
IRFC 1321J ([23]).
"Keyed MDb, is derived from the Message Di_
gest 5 algorithm, MDb. MDb computes a lzg_bit
checksum of the message (l2S_bit hash code) us-
ing non- linear transformations that make reverse
engineering extremely difficult. Keyed MDb oper_
ates by combining the message with a secret key
and then computing the hash code on the result.
The key is both prepended and appended to the
message.
The secret authentication key, shared between the
communicating parties should be a cryptograph_
ically strong number, not a guessable string of
any sort. The system will support shared kev of
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Table 12: Authentication Header

Next lfeader I Length RESERVED
Security Parameter Index

Authentication Data (variable numbe@
(more authentication data)

128 bits or less. MD5's 128-bit output is 64-bit
aligned. MD5 software speeds are adequate for
common application but are slow for newer link
technologies.
Calculation: First, the variable length secret
authentication key is filled to the next b12-bit
boundary, using the same pad length technique,
defined for MD5. Then, the filled key is con-
catenated with the invariant fields of the entire
IP datagram (variant fileds are zeroed), concate-
nated with (immediately followed by) the original
variable length key again.
A trailing pad with length padded to the next b12-
bit boundary for the entire message is added by
MDb itself. The 128-bit MDb digest is calculated
and the result is inserted into the Authentication
data field. When the implementation adds, the
keys and padding in plaie, before and after the
IP datagram, care must be taken that the keys
and/or padding are not sent over the link by the
link driver.

6.3 Encrypted Security Payload

The authentication header does not transform the
data, which remain subject to sniffers' attacks.
When confidentiality is desired, the encrypted se-
curity payload is used. This is the last header
in the daisy chain that remains visible after en-
cryption is applied. Table 18 shows the Generic
Format of the encrypted security payload.

6.3.1 Security Considerations

Users need to understand that the quality of the
security provided is completely dependent on the
strength of the MD5 hash function, the correct-
ness of that algorithm's implementation, the se-
curity of the key management mechanism and its
implementation, the strength of the key ([Lg]),
([21]), and upon the correctness of the implemen-
tation in all of the partcipating nodes.

A. Ramani et. al.

Till date it is known that it is possible to produce
collisions in the compression function of MDb
([16]). There is not yet a known method to ex-
ploit these collisions to attack MD5 in practice,
but this fact is nevertheless disturbing. It has
also been determined (1211) that it is possible to
find two chosen text variants with a common MDb
hash value. However, it is unclear whether this
attack is applicable to a keyed MD5 transform.

Although there is no substantial weakness for
most of the IP security applications, it should be
recognized that current technology is catching up
to the 128-bit hash length, used by MDb. Appli-
cations requiring extremely high levels of security
may wish to move to algorithms with longer hash
lengths.

The ESP header has been designed so that only
the security parameter index remains in clear
text. Other parameters, such as payload type of
encrypted data, are encrypted together with the
data.

The precise format depends, in fact, on the algo.
rithm used for encryption. The default algorithm
suggested by the specification is the Cipher Block
Chaining mode of the Data Encryption Standard
(DES-CBC). Table 14 shows the Precise format
of ESP header using DES-CBC.

o Security Parameters Index: Parameters for
security association.
o Initialization Vector (IV): Composed of a
variable number of 32-bit words. The precise
number of words is randomly generated. The role
of the IV is to ensure that the first words of the
messages cannot be predicted. The randomness is
propagated to the rest of the words by the Cipher
Block Chaining algorithm.
o Payload Data: Actual encrypted data.
r Padding: This is added so that the message
ends in a 64-bit word boundary. Padding octets
may have any value.
o Padding length: Gives the number of padding
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octets used.
o Payload type: For example TCp, UDp.

6.3.2 Tlansport Mode ESp

This mode is used to encrypt the data carried by
IP. This data is a transport layer segment, like a
TCP or UDP packet. Table 1b shows the fields of
Tlansport Mode ESP.

6.3.3 Tunnel Mode ESp

This is used to encrypt an entire Ip packet in_
cluding the destination address. For this mode,
the ESP is prefixed to the packet and then the
packet plus a trailing portion of the ESp header
is encrypted. This method can be used to counrer
traffic analysis, which allows an intruder to mea_
sure volume of data flow between nodes even if
the data is kept secret.

The IP header of the packet which is encrypted
contains the destination address and routing in_
formation etc., so it is not possible to transmit the
encrypted packet because the only unencrypted
portion will be part of the ESp header. Inter_
mediate routes would be unable to process such
a packet. It is therefore necessary to encapsulate
the entire block (ESP header plus encrypted Ip
packet) with a new IP header that will contain
sufficient information for routing but not for traf_
fic analysis. Table 16 shows the fields of T\rnnel
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Mode ESP.

6.3.4 Key Distr ibut ion

The establishment of security association relies on
the existence of secret keys khown only to the
members of the association. Efficient deployment
of security will rely on an efficient key distribu-
tion method. Key management procedures are
expected to not only provide the keys, but also
the other parameters of the security association.
One proposal for key distribution is called the de-
sign of Photuris and is based on zero-knowledge
exchanges, completed by authentication of the ex_
changing parties.

6.3.5 The Design of photur is

The Photuris algorithm is based on the zero_
knowledge key exchange algorithm proposed by
Diffie and Hellman.
Original Diffie-Hellman proposal: Two par_
ties, Alice and Bob, agree on a prime number p
and a generator g. Alice then picks a random
number r. She computes the value:
n :  g x m o d p

and transmits it to Bob. Bob in turn picks a ran_
dom number y and computes the value:
m :  g v m o d p

and transmits it to Alice. At this stage, Alice
knows rn and c, Bob knows n and y while third

Table 13: Generic Forrnat of the encrypted security payload

32-bit sPI
Encrypted Data

and
Parameters

Table 14: Precise format of ESp header using DES_CBC

Security Parameter

Initialization Vector (IV)

Index (SPI)

(variable length)

Payload Data
Payload Data Padding..

..Paddins l P
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Table 15: TYansport Mode ESp

IP Header 9,ttt"" Ip IGad;rs ESP Heade Tlansporf$r.et SEEilEnt

Table 16: Tunnel Mode ESp

IPHea@
ESP Header

i#tffy 
know rn or n, but cannot obtain ei- pp r.04 - ttz)).

Alice and Bob can compute the session key:
z :  n Y  m o d p :  m x m o d p :  g * y m o d p

This key could then be used by the encryption
or authentication algorithm. The advantages of azero-knowledge algorithm are:
r Keys are computed when needed. There is noneed to keep values secret for long periods. Ex_perience shows that it is difficult ti i*p a secretvery long in a computer.

: Thu 
exchange does not require any preexisting

infrastructure such as key servers lr certificate
servers. It can thus be very easily deployed.

1"^y:. 
the original Diffie-Hellman atgorithm

has some known weaknesses:
o-It does not provide any information about theidentities of the parties.
o It is subject to a person_in_the_middle attackin which a third party Tludy postures as Bob forAlice and as Alice for Bob."fi"rf, aii"Jand Bobnegotiate a key with Tludy *rro .uo iien eaves-drop.
o It involves heavy computation since it requiresvery large values ofp (about fOOo_UitJ.
., Th: heavy computational load 

"urr'b" 
used inclogging attack, where ,n op;;";;; ,"nrr..r, ularge number of k

much time i" *"r;?:;_1ff::*]m 
spends too

The design of photuris attempts to improve thesituation in the following ways:
o Photuris supports authentication methods thatcan be coupled with key exchange. it i, 

""r, Or"_vent the man-in_the_middle attaik.
o Photuris uses a set of pruaun.r"i primes. Thisavoids the computation required to iir"orr", ro.rgprime numbers.
(For more details on photuris refer to ([10J; [12],

7 Quality of Service: Support
for real-time traffic, priority
and flows

The IPv6 header has a priority field which enablesthe source to identify thu truor*it urra defiverypriority of each packet relative to oit", packetsfrom the same source. There are two separatepriority-related characteristics for each packet. Apacket is first classified as being p"ri 
"f 

trafficfor which the source provides coigestion controlor not, and is then assigned one oI eight relativepriority levels within the classin"utiorrl

7.7 Congestion Controlled Tlaffic
This refers to traffic which the source reduces inresponse to congestiol, fo1 example TCp (tg]).If there is congestion in the .r"tJo.t , fCp seg_ments will take longer to arrive at their destina_tion, and acknowledgments from the-Jestination
take longer, too. As a result, the source reducesthe number of segments it generates. A" conges_tion increases, packets may have to U" air"u.ieaby routers. For a discarded packet, the acknowl_edgment does not arrive at att urri ii fr* to Uuretransmitted.

IPv6 defines the
congestion-controlled
itv:

following categories of
traffic, in decreasing prior_

o fnternet control traffic: Such as router up_dates etc. This is the most i*p"rt."i traffic todeliver in times of congestion as it contains in_formation about trafficlonditio.r, *ii"f, is usedto update routes and is used by ,r"t*o.k manage_ment to remove congestion.
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r Interactive traffic: Online user to host con_
nections. Here user efficiency depends on re_
sponse time.
o Attended bulk transfer: Tlansfer of large
volumes of data where the user is usually waitirig
for transfer to complete.
r lJnattended data transfer: Thansfer initi_
ated by a user but not expected to be delivered
instantly.
r Filler traffic: Expected to be handled in the
background in the absence ofhigher-priority traf_
fic.
o lJncharacterized traffic: If no guidance
about priority is given, then lowest priority is as_
signed.

7.2 Non-congestion controlled traffic

This is traffic for which a constant data rate and
a constant delivery delay are desirable. For ex_
ample, real time audio and video, for which it
makes no sense to retransmit a discarded packet
and the delivery flow should be smooth. For this
type of traffic, priority is assigned on the basis of
how much the quality will deteriorate in the face
of some dropped packets.

There is no priority relationship between con_
gestion controlled and non-congestion_controlled
traffic. Priorities are relative only within each
category.

7.3 Flow Label

The IPv6 standard defines a flow as a sequence of
packets sent from a particular source to a partic_
ular destination for which the source desires spe_
cial handling by the intervening routers. A flow is
uniquely identified by a combination of a source
address and a nonzero flow label. All packets that
are part of the same flow are assigned the same
flow label by the source.

From the source's point of view, a flow typically
will be a sequence of packets generated from a sin_
gle application instance at the source and having
the same transfer service requirements. From the
router's point of view, a flow is a sequence of pack_
ets that share attributes which affect how they are
handled by the router, like path, resource alloca_
tion, discard requirements and so on. Routers
may treat packets from different flows irr different
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R3

R4
Default

Data Queue

Figure 1: Four real-time flows and the default
data queue

ways, such as by requesting different qualities of
service from subnetworks.

Flows basically provide for a better quality of
service that the user pays for. In traditional
packet switches, when a packet is received. it is
passed to the routing module, which then decides
on which outgoing line the packet should be for_
warded. If the line is available, the packet is for_
warded immediately and if not, it must wait in
the queue.

In order to ensure higher quality of service for
real-time communication, we must make sure that
the service rate for real-time data is higher than
the arrival rate (queuing theory terminology). To
achieve this, we can have one queue for each real_
time communication and one default queue for all
packets.

In the Figure 1 we see four real-time flows.
The flow label together with the source address
is used to assert which packets belong to what
flows. Packets not recognized as part oi one real_
time flow are part of the default data queue. It
will never suffer from unpredictable queuing de_
lays or experience congestion. The data queue
will be served on a best effort basis and receive
only whatever capacity is left after servicing real_
time flows.

7.4 Quality of Service (eoS):

A flow is described using a token bucket and
given the description of a flow, a service element
(a router, a subnet etc.) computes various
parameters, describing how the flow's data will
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be handled. By combining the parameters from
the various service elements, the maximum delay
a piece of data will experience, when transmitted
via that path, can be established ([Za]).

To achieve a bounded delay requires that every
service element in the path supports guranteed

service in its backbone and provide guranteed ser-
vice between customers. Because a delay bound
is produced, it has two parts: a fixed delay (trans-
mission delays) and a queueing delay. The fixed
delay is a property of the chosen path, which is
determined not by guranteed service but by the
set up mechanism. Only queueing delay is deter-
mined by guranteed service. And the queueing de-
lay is primarily a function of two parameters: the
token bucket and the data rate (R) the application
requests. These two values are completely under
the applications'control. An application can usu-
ally accurately estimate, a priori, what queuing

delay guranteed service will likely promise. Addi-
tionally, if the delay is larger than expected, the
application can modify its token bucket and data
rate in predictable ways to achieve a lower delay.

7.5 Resource Reservation Protocol
(RSVP) and (Flows)

The key assumption of RSVP ([12], pp 129
- 130) is that resource reservation will mostly
be needed for multicast applications like high-
speed video transmission. Such applications usu-
ally have a large number of receivers that may
be experiencing very different transmission con-
ditions. RSVP is therefore a receiver driven pro-
tocol. Receivers decide from which source they
want to receive and how much bandwidth thev
want to reserve and pay for.
The protocol:
. Sources enable reservation by regularly sending
PATH messages alongside regular data packets.
r Routers learn about ongoing communications
through these messages.
o Receivers specify the source from which they
want to receive, bandwidth etc. by sending
RSVP messages on the network.
o These messages are sent on the reverse path
marked by PATH messages so that resources
are reserved on the same link that is used to
propagate data.

8 Support for Mobile
Computing

Without specific support for mobility in IPv6,
packets destined to a mobile node (host or router)
would not be able to reach it while the mobile
node is away from its home link (the link on which
its home IPv6 subnet prefix is in use), since rout-
ing is based on the subnet prefix in a packet's des-
tination IP addrbss. In order to continue commu-
nication in spite of its movement, a mobile node
could change its IP address, each time it moves to
a new link, but then the mobile node would not be
able to maintain transport and higher-layer con-
nections when it changes location.

8.1 Basic Theory of Mobi le IP ( [25])

IPv6 allows a mobile node to move from one link
to another without changing the mobile node's
IP address ([26]). A mobile node is always ad-

dressable by its "home addtess", an IP address as-
signed to the mobile node within its home subnet
prefix on its home link. Packets may be routed to
the mobile node using this address regardless of
the mobile node's current point of attachment to
the Internet, and the mobile node may continue
to communicate with other nodes (stationary or
mobile) after moving to a new link. The move-
ment of a mobile node away from its home link
is thus transparent to transport and higher-layer
protocols and applications.

In Mobile IPv6, mobile nodes make use of the
enhanced features of IPv6, such as Neighbor Dis-
covery and Address Autoconfiguration to oper-
ate in any location away from home without any
special support required from its local router.
Most packets sent to a mobile node, while away
from home in Mobile IPv6 are tunneled using an
IPv6 Routing header rather than IP encapsula-
tion, whereas Mobile IPv4 must use encapsula-
tion for all packets (For more details about Mobile
IPv4 refer to ( [25]) ;  ( [27])  -  ( t311)).

While a mobile node is away from home, its
home agent intercepts any packets for the mobile
node that arrive at the home network, using IPv6
Neighbor Discovery rather than ARP as is used
in Mobile IPv4.

A. Ramani et. al.:t i\.,
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8.2 Procedure for Mobile IP

A mobile node is always addressable by its home
address, whether it is currently attached to its
home link or is away from home. While a mobile
node is at home, packets addressed to its home
address are routed to it using conventional Inter-
net routing mechanisms, in the same way as if
the node was never mobile. A router on a mo-
bile node's home link with which the mobile node
has registered its current care-of address is called
Home Agent. While the mobile node is away from
home, the home agent intercepts packets on the
home link destined to the mobile node's home ad-
dress, encapsulates them, and tunnels them to the
mobile node's registered care-of address. Since
the subnet prefix of a mobile node's home address
is the subnet prefix (or one ofthe subnet prefixes)
on the mobile node's home link (it is the mobile
node's home subnet prefix), packets addressed to
it will be routed to its home link.
While a mobile node is attached to some foreign
link away from home, it is also addressable by one
or more care-of addresses, in addition to its home
address. A care-of address is an IP address asso-
ciated with a mobile node while visiting a partic-
ular foreign link. The subnet prefix of a mobile
node's care-ofaddress is the subnet prefix (or one
of the subnet prefixes) on the foreign link being
visited by the mobile node; if the mobile node
is connected to this foreign link while using that
care- of address, packets addressed to this care-of
address will be routed to the mobile node in its
location away from home. Among the multiple
care-of addresses that a mobile node may have
at a time (e.g. with different subnet prefixes),
the one registered with the node's home agent is
called its "primary" care-of address.

9 Conclusion

Three decades ofexperience and the urgent needs
of future applications have helped to re-engineer
the most popular computer communication
protocol in the world. This effort has successfully
addressed very significant issues such as the
convergence of data, voice and video commu-
nication (voice and video are real-time traffic).
The telephone exchanges of the future will surely
be based on IP switching. The provision for
flow labeling in IPv6 is a major innovation to
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support this, as it added real-time capabilities.
An equally significant success deals with the
excellent provisions for multicasting, a feature
that will revolutionize the broadcasting of voice
and video. Another major change provided is the
support for security features such as authentica-
tion and encryption. Only at the tail-end of this
long list should we add the provision for longer
addresses which will enable the Internet to be
scaled up beyond any possible requirement that
can be foreseen for the next few decades.

Internet2 : Though this article is covering the
basics of IPv6, the case of Internet2 is being
mentioned here for the sake of completeness. As
most people know, IPv6 is one of the protocols
(along with the Internet Group Multicast Proto-
col IGMP, the Protocol for Mobile Computing,
and others) that is being developed for the
famous "Internet2", which should achieve speeds
of several Gb/s. The Internet2 will consist of
existing campus LANs, which are aggregated at
high-speed Giga Points-Of-Presence ( G igaP OPs).
The GigaPOPs are then connected to the very
high performance Backbone Service Network
(vBNS). The Internet2 is currently in the test-
ing stage at several universities in the United
States and has forged links with the Abilene
project launched by Cisco Systems and Qwest
Communications. The infrastructure for an
undersea fiber-optic network is currently being
laid at locations around the world by the telecom
start-up CTR Group Ltd. The venture, called
Project Oxygen, is scheduled in three phases and
the first phase has become operational in early
2000. When we talk of transitions to IPv6, in a
wider context, we are talking of the transition to
Internet2.

As a final consideration, we should remember that
IPv4 has remarkable adaptibility and scalability.
The Internet Protocol that has been around for
so long can have a lot of capabilities added on
to it. The problem of address shortage could
be solved through Network Address Tlanslation
(NAT). NAT boxes would have allowed addresses
that were not globally unique, as long as they
were unique in a defined region, they could then
have been translated into unique addresses, used
for communication outside the region. Provisions
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for multicasting have been added to IPv4 already.
Almost everything that IPv6 has been created to
provide, could have been supported by IPv4, but
it has staggered under the weight of a truckload
of new applications. The re-engineered protocol
has been created with these applications in mind,
and would handle them much more efficiently.
IPv6 is a major step forward in computer com-
munications. But we must face the reality that,
with time, it too will become inadequate, and as
technology advances, there will almost certainly
be a Next Generation Internet in every human
generation!

A. Ramani et. al.

References

[1] Stallings W. [1996], IPv6: The New Internet
Protocol, http : //www.comsoc.org/pubs/surve-
ys/stallings/stallings-orig.htmlff gen 3.

[2] Stallings W. [1998], IPv6: The New Inrer-
net Protocol, IEEE Communications Maga-
zine, July, pp 96-108.

[3] Hinden R. [1993], Applicability"statement for
the implementation of Classless Inter-Domain
Routing ICIDR]. Internet Engineering Steering
Group. RFC 1517, September, http://www-
isi.edu/in-notes/rfc1 5 1 7.txt.

[4] Y. Rekhter, T. Li.[1993], An Architecture for
IP Address Allocation with CIDR. Internet En-
gineering Steering Group. RFC 1518, Septem-
ber, http: f f www-isi.edu/in-notes/rfc 1 5 1 8. txt.

[5] V. Fuller, T. Li, J. Yu, K, Varadhan. [1993],
Classles Inter-Domain Routing [CIDR]: an
Address Assignment and Aggregation Strat-
egy. Internet Engineering Steering Group.
RFC 1519, September, http://www-isi.edu/in-
notes/rfc1519.txt.

[6] Y. Rekhter, C. Topolcic. [1993] Exchangig
Routing Information Accross Provider Bound-
aries in the CIDR Environment. RFC
1520, September, http://www-isi.edu/in-
notes/rfcl 520.txt.

[7] Chuck S., Understanding IP Addressing:
Everything You Ever Wanted To Know.
http: //www.3com.com/nsc/501 302.html

[8j Hinden R., Deering S. [1993], IP Version
6 Addressing Architecture, RFC 2373, July.
http: f f www-isi.edu/in-notes/rfc23 7 3.txt.

[9] S. Shenker, Xerox; C. Partridgb, BBN; R.
Guerin, IBM [1997], Specifications of Guran-
teed Quality of Service, RFC 2272, September.
http://www. isi.edu/in-n otes f rfc22l2.txt.

[10] Mark Mentovai, IPv4 Address Space
Allocations, Internet Networking,
http : / /www. mentovai. com/network I ipv 4-
allocation.html.

[11] Introduction to IP Version 6, White Paper.
http: //www. microsoft.com/technet/network/
ipvers6.asp.



THE NEXT GENERATION INTERNET PROTOCOL

[12] Huitema C. [1996], IPv6: The New Internet
Protocol, 1st Bdition, Upper Saddle River, NJ:
Prentice Hall.

[13] Thomas S. A. [1996], IPng and the TCP/IP
Protocols Implementing the Next Generation
Internet, lst Edition, John Wiley & Sons, Inc.

[14] Jon Postel, Ed.; DARPA [1981], Inter-
net Protocol, DARPA Internet Program Pro-
tocol Specification, RFC 79I, September.
http: //www. isi.edu/in-notes/rfc79 1.txt.

[15] J. Postel [1981], Internet Control Message
Protocol (for IPv4), Darpa Internet Program
Protocol Specification, RFC 792, September,
http: //www.isi.edu/in-notes/rfc792.txt.

[16] Douglas E. Comer [1999], Computer Net-
works and Internets, Prentice-Hall, Inc., pp
295-296.

[17] S. Deering [1939], Host Extensions for IP
Multicasting, Appendix I, Internet Group man-
agement Protocol (IGMP) (for IPv4), RFC
1112, August,

[18] Deering S. and Hinden R.[1998],
Internet Protocol, Version (IPv6)
Specification, RFC 2460, December,
http: //www.ietf.org/rfc I rfc246A.txt.

[19] Thomson S., Narten T. [1998], IPvO Stateless
Address Autoconfiguration, P"FC 2462, Decem-
ber, http : / /www-isi.edu/in-notes/ rfc2462.txt.

[20] S. Kent, Atkinson R. [1993], Security Ar-
chitecture for the Internet Protocol, RFC
2401, November, http://www.isi.edu/in-
notesf rfc2401.txt.

[21] P. Metzger, W. Simpson [1995], IP Authen-
tication using Keyed MD5, RFC 1828, August,
http : //www-isi.edu/in-notes/rfcl 828. txt.

[22] Atkinson, R., U995], 
*IP Authentica-

tion Header", RFC 1826, NRL, August.
http: //www.isi.edu/in-notes/rfc 1 B26.txt.

[23] Rivest, R., "The MDb Message-Digest Al-
gorithm", RFC 1321, MIT and RSA Data Se-
curity, Inc., April 1992. http: l/www.isi.edu/in-
notes/r fc1321.txt .

Informatica 17 page )<:u-yyy 23

[24] A. Contra and S. Deering [1998], Inter-
net Control Message Protocol for IPv6 Spec-
ifications [ICMPv6], RFC 2463, December,
http: //www. isi.edu/in- notes f rfc2463.txt.

[25] D. Johnson and C. Perkins,[1996], "Mobility
Support  in IPv6",  ACM Mobicom-'96, ACM,
Nov 1996, pp 27-37.

[26] Deering S. and Hinden R.[1998], Mobile IP
Networks, IEEE Potentials.

[27] Perkins C, ed., [1996], IP Mobility Support,
RFC 2002, October, http://www.isi.edu/in-
notes/rfc2002.txt

[28] Perkins C., [1998j "Mobile IP : Design Princi-
ples and Practice", Addison-Wesley Longman,
Reading, Mass.

[29] C. Perkins, [1997],'lMobile IP" ItrEtr Com-
munications Magazine, Vol 35, No 5, pp 84-99.

[30] P. Bhagwat, C. Perkins and S. K. Tbipathi,

[1996], "Network Layer Mobility : An Architec-
ture and Survey", IEEE Personal Communica-
tions, Vol 3, No 3, June, pp 54-64.

[31] C. Perkins and P. Bhagwat, [1993], "A Mo-
bile Networking System Based on Internet Pro-
tocol [IP]", Proceedings Usenix Symposium
Mobile and Location Independent Computing,
August, Usenix Association, pp 69-82 .

[32] Dowden D. C. , Gitlin R. D. , Martin R.
L. [1998], Next-Generation Networks, Lucent
Technologies Journal, Lucent Technologies, De-
cember.

[33] Steve King, Ruth Fa*, Dimitry Haskin,
Wenken Ling, Tom Meehan; Bay Networks;
Robert Fink, LBNL; Charles E. Parkins,
SUN Microsystemsl [19-January-1999],
The Case for IPv6, Draft-IETF-iab-case-
for-ipv6-04.txt; Internet Draft; January.
http: //onoe2.sm.sony. co.jp/ipv6/id/draft-ietf-
iab-case- for-ipv6-04. txt.


