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Abstract—We investigate the problem of fast and secure packet
routing in multi-hop Quantum Key Distribution (QKD) networks.
We consider a practical trusted-node setup where a QKD protocol
randomly generates symmetric private key pairs over each QKD-
enabled link in a network. Packets are first encrypted with
the available quantum keys and then transmitted on a point-
to-point basis. A fundamental problem in this setting is the
design of a secure and capacity-achieving routing policy that
takes into account the time-varying availability of the encryption
keys and diverse physical-layer link capacities. To address this
problem, we propose a new secure throughput-optimal policy
called Tandem Queue Decomposition (TQD). The TQD policy is
designed by incorporating the QKD process into the Universal
Max Weight (UMW) routing policy [2]. We show that the TQD
policy achieves the entire secure capacity region for a broad class
of traffic, including unicast, broadcast, multicast, and anycast. The
TQD policy operates by reducing the problem to the generalized
network flow problem without the key availability constraints
over a transformed network. The throughput-optimality of the
TQD policy is established using the Lyapunov stability theory
by carefully analyzing the interdependent queueing process and
the key-storage dynamics. Finally, we demonstrate the practical
efficiency of the TQD policy over the existing routing algorithms by
numerically comparing their performance on a realistic simulator
built on top of the state-of-the-art OMNeT++ network simulator
platform.

Index Terms—Quantum key distribution, Throughput-optimal
routing, Network optimization.

I. INTRODUCTION

QUANTUM key distribution (QKD) enables two geo-
graphically separate communicating parties to exchange

symmetric private keys, whose information-theoretical security
is guaranteed by the fundamental principles of quantum
mechanics [3]–[5]. The generated private keys are used for
encrypting messages that are communicated over the classical
channels (e.g., free space or optical fibers). Many QKD
protocols are known and are already in use, including BB84
[4], E91 [6], and B92 [7]. QKD protocols use quantum effects,
such as the no-cloning property and quantum entanglement,
to detect possible eavesdropping by an adversarial third party.
Once the peer nodes have mutually established secret keys, the
messages exchanged between them can be securely encrypted
using standard symmetric ciphers, such as One-time Pad
(OTP) or Advanced Encryption Standard (AES) [8], [9]. We
emphasize that QKD is used only for establishing the secret

This paper was presented in part at [1].

keys; the encrypted messages are transmitted exclusively over
the classical links. QKD schemes should be contrasted with the
ongoing research on Post-Quantum Cryptography (PQC) that,
although believed to be secure against attack with quantum
computers, lacks formal guarantees for their security properties
[10]. Much progress has recently been made in the practical
implementations of various QKD schemes [11]–[13]. See
Figure 1 for a schematic of a one-hop QKD system.
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Fig. 1: Depicting a QKD link with the One-Time Pad (OTP) encryption
protocol. A sufficiently long symmetric encryption key k is first established
between Alice and Bob via the Quantum Link using Quantum Entanglement
mechanisms. Next, the message m from Alice to Bob is encrypted at the
source by taking XOR of the message with the shared key (bit-by-bit). The
encrypted message m⊕ k is then transmitted over the classical link. Upon
receiving the encrypted message, Bob securely decrypts it by XORing it
against the same shared secret key as (m⊕ k)⊕ k = m. The eavesdropper
may try to peek at the message transmitted over the classical link.

Despite having excellent security properties, the basic QKD
scheme is severely distance-limited and requires the use of
quantum repeaters to enable long-distance communication via
the entanglement swapping mechanism [14]. Unfortunately, due
to the difficulty in fabricating short-term quantum memories,
quantum repeaters have so far been proven infeasible to build
in a scalable and cost-effective fashion [15]. These limitations
can be largely mitigated by building QKD networks with stand-
alone QKD links. In this paper, we focus on the widely used
“Trusted Node/Relay” setup, where each communication link is
assumed to be equipped with a dedicated QKD channel with
secure endpoints [7], [8], [11], [13], [16], [17]. See Figure 2
for a schematic. In this architecture, each packet is sequentially
encrypted and decrypted along its path by the trusted nodes
on each of the intermediate hops. The transmitted messages
on each link are encrypted to prevent the eavesdropper from
compromising the secrecy of the ongoing transmissions. Trusted
nodes allow scalable, secure communication, thus overcoming
the restrictions imposed by distance-limited pairwise QKD
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Fig. 2: Illustrating the Trusted-node QKD Architecture. Wiggly lines
denote pairwise quantum entanglements.

schemes. A downside of the trusted node QKD is that
its security guarantee is based on the assumption that all
intermediate nodes can be trusted. The assumption of having
a dedicated quantum channel for each classical link in the
network will be relaxed later in Section VI, where we study
flows with varying degrees of security requirements.

From the point of view of resource allocation, each link
in a QKD network can be thought to be equipped with two
different resources - (A) the physical link capacity and (B) the
residual quantum keys available for encryption. While the first
resource remains constant with time, the latter resource is time-
varying and critically depends on the routing policy used. In
order to achieve the maximum possible end-to-end throughput,
the policy must utilize both resources in an optimal fashion.
Throughput-optimal policies for classical networks, such as
Back Pressure [18] or Universal Max-Weight (UMW) [2],
optimize the routing policy with respect to the link capacities
(A) only. The additional resource constraint, stemming from
the availability of the residual quantum keys, is unique to the
QKD Networks, which we address in this paper.

Related work: To achieve the network-layer capacity
of a multi-hop network, one must use multi-path routing in
an optimal fashion that is commensurate with the external
packet arrival rates. In a seminal paper [18], Tassiulas and
Ephremides proposed the celebrated Back-pressure algorithm,
which was shown to be throughput-optimal for unicast traffic.
Numerous extensions and enhancements to the basic Back-
pressure scheme have been proposed in the literature for the
last thirty years [19], [20]. Unlike the regular unicast-type
flows where each packet has a unique destination node, in
broadcast and multicast-type flows, a single packet needs to
be delivered to multiple nodes simultaneously in the network.
The Back-pressure policy works for unicast flows only, and
it does not support broadcast or multicast traffic [21]. Using
the Back-pressure algorithm as a building block, the paper
[22] proposes a quantum key management and unicast routing
policy to maximize the utility of a QKD network. In addition
to being limited to unicast flows only, a major technical
limitation of the scheme of [22] is that, in order to stabilize
the data queues, the authors place an artificial constraint on the
number of keys a node can have at its disposal [22, Lemma
1]. However, unlike the data packets in transit, the abundance
of quantum keys is always desirable as they can be used to
encrypt more data packets. Hence, the performance of the
algorithm proposed in [22] could be sub-optimal. The paper
[23] presents a heuristic shortest path-based routing policy for
a classically fully-connected network in the trusted-node QKD
setting and provides simulation results. The papers [24] and [25]

propose a similar routing policy for key relaying by identifying
paths containing sufficiently many residual keys. However,
to the best of our knowledge, the problem of designing a
provably throughput-optimal routing and scheduling policy for
generalized traffic flows in the QKD networks is still open.

Our contributions: Building upon our previous work on
the Universal Max-Weight policy [2], in this paper, we propose
the TANDEM QUEUE DECOMPOSITION (TQD) policy that
securely supports any arrival rate within the interior of the
secure capacity region of a QKD network using the trusted node
architecture. The TQD policy concurrently supports diverse
types of network traffic, including unicast, broadcast, multicast,
and anycast. The proposed routing and key management policy
is entirely online and does not need to know either the packet
arrival rates or the quantum key generation rates and can
even operate in heterogeneous networks (see section VI). If
the arrival rate vector lies outside the capacity region, usual
admission control mechanisms, such as the one proposed in
[26], may be used in conjunction with the algorithm developed
in this paper.

Technically, the TQD policy maintains a virtual network
of queues, each of which can be implemented as an array of
counters. The main ingredient of the TQD policy is a new
queueing architecture consisting of two virtual queues in tandem
for each communication link in the network. The reader should
compare this architecture with the original UMW architecture
[2] that defines one virtual queue per link. In the case of QKD
networks, the second virtual queue is essential to account
for the transmission constraint imposed by the availability of
residual quantum keys. We refer the reader to section IV for a
detailed description of the construction of the virtual queues.
The TQD policy employs the UMW policy on a transformed
network containing twice as many edges as the original network.
The route of each packet (e.g., a path or tree depending on
whether the packet belongs to unicast or multicast/broadcast
flow) is chosen dynamically using “weighted-shortest-path”
computations on the transformed network.

The rest of the paper is organized as follows: In section II, we
describe the system model and formulate the problem precisely.
In section III, we characterize the secure capacity region of
any QKD network. In section IV, we give a brief overview of
the TQD policy and explain the dynamics of the virtual queues
upon which TQD is based. In section V, we show that the
proposed policy achieves the entire secured throughput region
for any arbitrary network having a broad class of traffic. An
extension of the proposed policies to heterogeneous networks
with both encrypted and unencrypted traffic has been considered
in section VI. In section VII, we compare the performance of
the TQD policy with a few other competing routing policies
using a simulator that we built on top of the state-of-the-art
OMNeT++ platform. Finally, we conclude the paper in section
VIII with some directions for future investigations.

II. SYSTEM MODEL AND PROBLEM FORMULATION

In this section, we describe a simplified model of trusted
node QKD networks built with point-to-point overlay QKD
links. Since we are primarily concerned with the network layer
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aspects of QKD networks, some physical layer issues have
been abstracted away in this model.

A. Network Model

We consider a network with arbitrary topology, represented
by a graph G(V,E), where V denotes the set of nodes (|V | = n)
and E denotes the set of edges (|E| = m). The edges could
be either directed or undirected. Time evolves in discrete
slots. Each edge in the network encompasses two types of
links - a classical link and a QKD link. The capacity of
the classical link e is γe, i.e., it can transmit γe number of
encrypted packets per slot. Although the network topology
is assumed to be static, our proposed policy works even for
time-varying networks. Furthermore, all our results can be
straightforwardly generalized to networks with scheduling
constraints (e.g., wireless networks).

B. Quantum Keys - Generation, Distribution, and Consumption

We assume that pairwise secret keys are continuously
generated between each node pair connected by QKD links.
For completeness, we briefly review the polarization-based
prepare and measure BB84 protocol in Appendix A. The
generated keys are stored on key banks, which are typically
implemented with text files located at each node [13]. Note that
the key banks are different from the data queues; while the data
queues hold physical data packets, the key banks store private
symmetric quantum keys, which are used for encrypting the
data packets before each transmission (see Figure 1). Due to
the inherent randomness of the key generation process, noise,
and possible eavesdropping activity on the quantum channel,
the amount of secret quantum keys generated per slot varies
randomly. Let Ke(t) be the number of keys generated over the
QKD link e at the time slot t. In this paper, we assume that
{Ke(t)}t≥1 is an i.i.d. stochastic process with E(Ke(t)) = ηe
such that 0 ≤ Ke(t) ≤ Kmax,∀t, e for some finite constant
Kmax. When QKD is used in conjunction with a standard
symmetric cipher, such as AES-128, the length of the plaintext
message that can be encrypted by reusing a given amount of
key material depends on the configured key renewal rate of
the cipher1. To simplify the notations, we normalize the key
generation unit so that one unit of key encodes precisely one
data packet. Due to the technological and physical challenges
arising from entanglement generation, quantum decoherence,
and implementation non-idealities, the quantum key generation
is usually the bottleneck for information transmission [27]–[29].
Since the abundance of encryption keys is always desirable,
we do not impose any hard upper limit on the size of the
key banks (c.f. [22]). Our objective is to design a policy that
stabilizes the data queues for any arrival rate within the secure
capacity region defined below.

C. Data Traffic Model

We consider a generalized traffic model, where a data packet
arriving at a source node s can either have a single destination

1As an example, the cipher module produced by Xilinx uses a 128-bit key
to encrypt ∼ 2 Gbit of plaintext [16].

(Unicast) or multiple destinations (Multicast). A particular case
of multicasting is Broadcasting, where each incoming packet is
required to be delivered to all nodes in the network. Formally,
we categorize the incoming packets into multiple classes C
depending on its source s(c) and the set of destination(s) D(c).
Packets belonging to class c are assumed to arrive at the
source i.i.d. at every slot at the rate λc. In other words, if
A(c)(t) denotes the number of external packets from class c
that arrives at the source s(c), we have EA(c)(t) = λ(c),∀c ∈ C.
The joint arrival rate vector λ is obtained by concatenating
the arrival rates of each class, i.e., λ = (λ1, λ2, . . . , λ|C|). We
also assume that the total number of new packet arrivals to the
entire network at any time slot is bounded by a finite constant
Amax.

D. Policy Space
An admissible policy for this problem is responsible for the

following operations - (1) selecting a route for each packet
based on its traffic class and possibly duplicating the packet
along its way as necessary (in the case of broadcast/multicast
traffic), (2) encrypting the link traffic with the available quantum
keys, and (3) forwarding the encrypted packets over the
classical communication links. Note that a data packet can
be forwarded over a link only if sufficiently many quantum
keys are available for encryption. Otherwise, the packet must
wait until the keys are generated. The set of all admissible
policies is denoted by Π.

We say that a policy π ∈ Π securely supports an arrival rate
vector λ if, under the action of the policy π, the destination
node(s) of class c receive(s) encrypted class c packets at the rate
λ(c), ∀c ∈ C. Formally, let R(c)(t) denote the total number of
class c packets commonly received by the destination node(s)
D(c) under the action of the policy π up to time t. We now
make the following definitions.

Definition 1 (Policy Securely Supporting an Arrival Rate
Vector λ). A policy π ∈ Π is said to securely support an
arrival rate vector λ if

lim inf
t→∞

R(c)(t)

t
= λ(c), ∀c ∈ C, w.p. 1

Definition 2 (Stability Region of a Policy). The stability
region Λπ(G,η,γ) of an admissible policy π is defined to be
the set of all arrival rate vectors securely supported by the
policy π, i.e.,

Λπ(G,η,γ) (def)
= {λ ∈ R|C|

+ : π securely supports λ},
where R+ denotes the set of all non-negative numbers. In the

above definition, we have made the dependence of the stability
region with the network topology (G), key-generation rates (η),
and the link capacities (γ) explicit. The secure capacity region
Λ(G,η,γ) is defined to be the set of all arrival rate vectors
supported by an admissible policy. Formally,

Definition 3 (Secure Capacity Region of a Network). The
secure capacity region Λ(G,η,γ) of a network is defined to
be the set of all supportable rates, i.e.,

Λ(G,η,γ) =
⋃
π∈Π

Λπ(G,η,γ).
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Finally, we define the notion of a secure throughput-optimal
policy, which generalizes the notion of throughput-optimal
policies given in [18].

Definition 4 (Secure Throughput-Optimal Policy). A secure
throughput-optimal policy is an admissible policy π∗ ∈ Π
that supports any arrival rate λ in the interior of the secure
capacity region Λ(G,η,γ).

From the above definition, it is unclear whether a secure
throughput-optimal policy exists as two different rate vectors
in the secure capacity region might not be achieved by the
same admissible policy. One of the major contributions of the
paper is to show that a secure throughput-optimal policy exists
and it can be efficiently implemented.

III. CHARACTERIZATION OF THE SECURE CAPACITY
REGION

Let Gω be the capacitated version of the given network
where the capacity ωe for the edge e is defined as follows:

ωe = min(γe, ηe), ∀e ∈ E.

In Theorem 1 below, we show that the capacity region of the
network is given by the set of all feasible generalized multi-
commodity flow vectors in the capacitated graph Gω. One
direction of this result is quite intuitive; the long-term rate of
encrypted packet flow over an edge e is limited by the quantum
key generation rates and the capacity of the communication
link e. Consider an arrival rate vector λ ∈ Λ(G,η,γ). By
definition, there exists an admissible policy π ∈ Π that supports
the arrival rate λ. Upon taking a long-term time-average over
the actions of the policy π, it is evident that we can obtain a
randomized flow decomposition on Gω such that none of its
edges is overloaded. In other words, for every λ ∈ Λ(G,γ,η),
there exists a non-negative scalar λ(c)

i associated with the ith

admissible route T
(c)
i ∈ T (c),∀i, c, such that

λ(c) =
∑

i:T
(c)
i ∈T (c)

λ
(c)
i , (1)

λe
(def.)
=

∑
(i,c):e∈T

(c)
i ,

T
(c)
i ∈T (c)

λ
(c)
i ≤ ωe, ∀e ∈ E. (2)

Eqn. (1) shows that there exists such a valid flow decomposition
across the routes. The inequality in (2) states that no edge in
Gω is overloaded. To formally state our result, we need the
following definition of the feasible flow region Λω of Gω .

Definition 5. The set Λω is defined as the set of all arrival
vectors λ ∈ R|C|

+ for which there exists a non-negative flow
decomposition {λ(c)

i ,∀i, c} such that the inequalities (1) and
(2) are satisfied.

Let int(·) denote the interior of a subset of an n-dimensional
Euclidean space. The following theorem characterizes the
secure capacity region of a network.

Theorem 1 (Characterization of the Secure Capacity region).
The Secure Capacity region Λ(G,η,γ) is identical to the set

Λω , up to its boundary, i.e., the following two set inclusions
hold:

1) [Converse] Λ ⊆ Λω .
2) [Achievability] int(Λω) ⊆ Λ and there exists an

admissible policy which achieves any rate within the
set int(Λω).

The proof of the converse is given in Appendix B. The
achievability result is more interesting from a policy design
point of view. We establish the achievability result by designing
an efficient policy called TQD that supports any rate within
the set int(Λ).

IV. DESIGNING A SECURE THROUGHPUT-OPTIMAL POLICY

A fundamental difference between the two major resources
in a QKD network, namely the link capacity and the residual
quantum keys, is that, unlike the former, the latter can be stored
for future use. Thus, the number of quantum keys available
for encryption over any physical link depends critically upon
the packet routing policy employed in the network. More
explicitly, if a policy routes the majority of the packets over a
small subset of physical links, the quantum keys corresponding
to that set of links will get exhausted quickly. This observation
should be contrasted with the physical link capacities, which
are independent of the routing policy. This dependence on
the number of residual quantum keys on the routing policy
makes the system non-memoryless. As a result, analyzing and
controlling the QKD network and establishing the optimality
of a particular policy becomes significantly more challenging
than the classical networks.

A. Overview of the UMW Policy

UMW is an online policy that solves the problem of
throughput-optimal packet dissemination in multi-hop networks
for any combination of unicast, broadcast, multicast, and
anycast traffic [2]. The notion of virtual queues Q̃(t) - a
global state vector used for packet routing, is at the core of
the UMW policy. Each virtual queue component is updated
at each slot in accordance with a one-hop queueing (Lindley)
recursion, which corresponds to a virtual precedence-relaxed
network. In the well-known Back-Pressure (BP) policy, the
routing decisions are made hop-by-hop based on the physical
queue lengths Q(t). This should be contrasted with the UMW
policy that prescribes each incoming packet an admissible
route immediately upon its arrival. A significantly new feature
of the UMW policy, compared to the BP policy, is that its
routing decision does not depend on the length of the physical
queues at all. Instead, UMW uses the auxiliary virtual-queue
state variables for routing. Despite all of the advantages of the
UMW policy, we shall explain why it does not immediately
apply to QKD networks in the next section.

B. Inadequacy of the single-queue-per-link architecture for the
QKD Problem

Consider a candidate policy πsingle queue that uses a single
queue per link. The policy πsingle queue first encrypts packets
with freshly generated quantum keys for the overlay QKD links,
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Unencrypted packets

↑
Quantum keys K(t)

Service rate = min(γ,K(t))

Transmitting encrypted
packets

Fig. 3: Depicting a single QKD link under the policy πsingle queue

forwards the encrypted packets immediately over the physical
links using some routing policy (e.g., UMW or Back-pressure),
and finally discards any residual quantum keys at the end of
each slot. Unfortunately, as we show in the example below,
the policy πsingle queue is not throughput-optimal in the QKD
setting, irrespective of which routing policy is employed.

Sub-optimality of πsingle queue: Consider a single-hop QKD
setup shown in Figure 3, where the physical channel has
capacity γ, and the overlay QKD channel has key generation
rate η. Since the network is one-hop, the routing policy is
immaterial. Let the random variable K(t) denote the number
of quantum keys generated by the QKD link at time slot t
s.t. EK(t) = η. As in our system model, we assume that the
sequence of r.v.s {K(t)}t≥1 is i.i.d. across slots. Since the
policy πsingle queue discards any unused keys at the end of every
slot, the overall service process from the link is i.i.d. with mean
value µsingle queue = E(min(γ,K(t)). Using Jensen’s inequality,
we can immediately conclude that

µsingle queue = E(min(γ,K(t))
(a)

≤ min(γ,EK(t)) = min(γ, η). (3)

Furthermore, the inequality (a) in Eqn. (3) could be strict. For
example, consider the case γ = 1 and K(t) ∼ Poisson(η) with
η = 1/2. In this case, we have:

E(min(γ,K(t))) = 1− e−0.5 ≈ 0.393 < 0.5 = min(γ, η).

From basic queueing theory [30], the maximum rate λsingle queue
∗

achievable by the policy πsingle queue is given by the service
rate, i.e., λsingle queue

∗ ≈ 0.393. On the other hand, by using the
TQD architecture described below, we will show that a rate of
0.5 is achievable for the above simple single link setting. This
indicates that the policy πsingle queue is not capacity-achieving.

In the following, we describe an efficient routing and key
management policy that achieves the entire secure capacity
region of any given network. As discussed above, the key
availability constraint makes this problem more challenging
than the vanilla universal network flow problem considered
in [2]. We solve this problem using a novel Tandem Queue
Decomposition (TQD) framework that reduces the problem to
an instance of the universal network flow problem without the
key availability constraint.

C. The Tandem Queue Decomposition (TQD) Architecture

To enforce the constraint that only encrypted packets can be
transmitted over the physical links, we conceptually construct a
transformed network where every edge is split into two edges in
tandem, each containing one queue. The first queue, X , which
is internal to the nodes, holds unencrypted packets waiting

Unencrypted packets
(waiting for the keys)

Xe(t) Ye(t)

Encrypted packets
(waiting due to the limited link capacity)

Fig. 4: TQD architecture for a single link e consisting of a classical
and an overlay point-to-point QKD link

for the residual quantum keys. The second queue, Y, holds
encrypted packets waiting to be transmitted over the physical
links. See Figure 4 for the TQD architecture corresponding to
a single link. We illustrate the construction of the transformed
network via the following example.

Example: Consider an edge (A,B) that connects node A
to node B as shown in Figure 5. Assume that the quantum
keys are generated over the link (A,B) at the rate ηAB , and
the corresponding physical communication link can transmit
packets at the rate of γAB packets per second. In the trans-
formed network, we replace the edge (A,B) by introducing two
internal nodes, a1 and a2, an internal edge (a1, a2) connecting
them, and an external edge (a2, b1), as shown in Figure 5.
A queue is associated with each of the newly introduced
edges. The queue XAB , corresponding to the internal edge
(a1, a2), holds the set of unencrypted packets that are waiting
for the quantum keys to become available. The queue YAB ,
corresponding to the external edge (a2, b1), holds the set of
encrypted packets that are waiting to cross the physical link
AB. Similar decompositions are performed for each link in
the network. Since the above transformation does not alter
the capacity region of the network, it is sufficient to design a
throughput-optimal policy for the transformed network. In the
following, we use the Universal Max-Weight policy [2] on the
transformed network to accomplish this goal.

Node A Node B Node C

a1

a2

b1

b2

c1

c2

Classical Link Quantum Link Abstract Link

XAB

YAB

XBC

YBC

⌘AB

⌘AB

�AB

�AB

Node A Node B Node C

2

(A)

(B)

Unencrypted

Encrypted

Fig. 5: Consider a data packet moving from Node A to Node C via Node
B. Part (A) of the schematic shows the physical connections between the
nodes, and part (B) depicts its algorithmic abstraction after the Tandem Queue
Decomposition procedure. The link between two trusted nodes A and B
consists of the classical data link for packet transfer, the quantum link for
mutual key agreement, and an abstract link to an intermediate node where the
encrypted data is stored before sending it via the communication link.
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D. Precedence Constraints and the Virtual Queueing Process

Due to the precedence constraints, a packet, which is being
routed along the route T = e1 − e2 − ...− en, reaches the jth

link ej only after crossing the previous links on its path. Hence,
the arrival process to a downstream queue depends on the state
of the upstream queues in a complex fashion. As a result,
directly analyzing and designing a stabilizing control policy
for the real queueing system becomes challenging. To address
this difficulty, similar to the UMW policy, we first relax the
precedence constraints to obtain a single-hop virtual network,
which will be used for dynamically routing the incoming
packets [2]. Towards this end, we define a 2m-dimensional
parallel virtual queueing process Q̃(t) := {X̃(t), Ỹ (t)}, as
shown in Figure 6. In this construction, we associate one virtual
queue to each edge in the transformed network. Hence, the
process X̃(t) = (X̃e(t), e ∈ E) corresponds to the virtual
queues holding the unencrypted packets waiting for the keys,
and the process Ỹ (t) = (Ỹe(t), e ∈ E) corresponds to the
virtual queues holding the encrypted packets waiting to be
transmitted over the communication links in the virtual network.
We emphasize that the virtual queues, which are just a set of
numbers (state variables), follow simplified queueing dynamics
without precedence constraints, as detailed below.

Operation of the Virtual Queues: For each class c packet,
c ∈ C, the TQD policy first decides a suitable route T (c)(t) ∈
T (c) immediately upon the packet’s arrival. Let us denote
the set of links on its prescribed route T (c)(t) by {ei|i =
1, 2, . . . , k}. Each incoming packet induces a virtual packet
arrival simultaneously at each of the virtual queues on its path,
i.e., {X̃ei |i = 1, 2, . . . , k} and {Ỹei |i = 1, 2, . . . , k}. Unlike
the physical system, which is limited by precedence constraints,
any packet present in the virtual queues is eligible for service
immediately upon its arrival. Thus the number of packet arrivals
Aπ

e (t) to both the virtual queues Q̃e = {X̃e, Ỹe} at time t under
the action of a policy π can be expressed as:

Aπ
e (t) =

∑
c∈C

A(c)(t)1
(
e ∈ T (c)(t)

)
, ∀e ∈ E. (4)

The unused quantum keys in the current slot are stored for
future use. Let κe(t) denote the total number of keys available
for encrypting the packets crossing the edge e at slot t and ke(t)
denote the number of residual keys in the key bank available
from the previous rounds. Hence, κe(t) = Ke(t) + ke(t),
where we recall that Ke(t) is the number of new quantum
keys generated by the QKD link e at slot t. Note that the
key availability process {κ(t)}t≥1 is heavily dependent on
the routing policy used. Putting everything together, the one-
step evolution of the virtual queue processes is given by the
following two Lindley recursions:

X̃e(t+ 1) =
(
X̃e(t) +Aπ

e (t)− κe(t)
)+

, ∀e ∈ E (5)

Ỹe(t+ 1) =
(
Ỹe(t) +Aπ

e (t)− γe
)+

, ∀e ∈ E. (6)

With the above description of the queueing architecture
in place, we now present the Tandem Queue Decomposition
(TQD) policy in Algorithm 1. The derivation of the policy
and the proof of its throughput-optimality are given in the

1
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4 5
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K1,3 :
K2,3 :
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Virtual Queues

 

Virtual Queues

Fig. 6: Illustration of the virtual queue dynamics for the five-node network G.
When a packet arrives at source 1 with destination 5, and given the assigned
route Tp = {{1, 2}, {2, 3}, {3, 5}}, the following queue updatings occur:
The packet is counted simultaneously as an arrival to the virtual data queues
X̃12, X̃23, X̃35, Ỹ12, Ỹ23, Ỹ35 at the same slot. The physical packet reaches
these edges only at a subsequent time slot.

following section. The following salient features of the TQD
policy are noteworthy.

1) The routing policy is online as it is oblivious to the
arrival rates λ, the key generation rates η, the physical
capacities of the links γ, and the physical queue lengths
(Xe(t),Ye(t)), t ≥ 1.

2) The shortest path computations depend on the virtual
queue lengths through the sum of the encrypted and
unencrypted queues in each link and not on the individual
virtual queue lengths.

In the next section, we show that the proposed policy
stabilizes both the virtual and the physical queues for all
arrival rates within the interior of the secure capacity region
Λ(G,η,γ).

V. DERIVATION OF THE TQD POLICY AND ITS STABILITY
PROPERTIES

Due to the additional transmission constraints arising from
the instantaneous availability of quantum keys in the key banks,
the derivation and the proof of strong stability of the TQD
policy differ significantly from that of the UMW policy [2]. To
derive a stabilizing policy for the virtual network, we consider
the following quadratic Lyapunov function L(Q̃(t)), defined
in terms of the virtual queue lengths of both unencrypted and
encrypted packets:

L(Q̃(t)) =
∑
e∈E

(
X̃2

e (t) + Ỹ 2
e (t)

)
. (7)

The Lyapunov function (7) defined above should be contrasted
with the Lyapunov function used in Eqn. (9) of [22], which
includes the number of residual keys in the second term of the
quadratic. Thus, any drift-minimizing policy of their Lyapunov
function implicitly stabilizes the number of quantum keys
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Algorithm 1 Tandem Queue Decomposition (TQD) policy at
slot t
Require: Graph G(V,E), Virtual Queue lengths {X̃e(t), e ∈

E} and {Ỹe(t), e ∈ E} at the slot t
1: (Edge-Weight Assignment) Assign each edge of the

original graph e ∈ E a weight We(t) equal to X̃e(t) +
Ỹe(t), i.e.,

W (t)← X̃(t) + Ỹ (t).

2: (Route Assignment) For all incoming packets, compute
a Minimum-Weight Route (according to the class of the
packet) in the weighted graph G(V,E).

3: (Key Generation) Generate symmetric private keys for
every edge e via QKD and store the keys in the key banks.

4: (Encryption) Encrypt the data packets waiting in physical
queue Xe with the available keys in the key bank and
internally transfer the encrypted packets to the downstream
queue Ye for every edge e ∈ E.

5: (Packet Forwarding) Forward the encrypted physical
packets from the queue Ye to the queue Xe′ for every
edge e according to some packet scheduling policy (e.g.,
ENTO [31]). Here e′ is the next edge in the assigned route
of a packet.

6: (Decryption) Decrypt the data packets received at physical
queue Xe for every edge e using the symmetric key
generated earlier via the QKD process.

7: (Updating the Virtual Queues) Update the virtual queues
assuming a precedence-relaxed system, i.e.,

X̃e(t+ 1)←
(
X̃e(t) +Aπ

e (t)− κe(t)
)+

, ∀e ∈ E

Ỹe(t+ 1)←
(
Ỹe(t) +Aπ

e (t)− γe
)+

, ∀e ∈ E.

in the key banks as well, which might result in sub-optimal
throughput. From the one-step dynamics given in Eqns. (5)
and (6), we have the following bounds:

X̃e(t+ 1)2 ≤ X̃e(t)
2 +Aπ

e
2(t) + κe(t)

2 + 2X̃e(t)A
π
e (t)

− 2X̃e(t)κe(t)− 2Aπ
e (t)κe(t),

Ỹe(t+ 1)2 ≤ Ỹe(t)
2 +Aπ

e
2(t) + γ2

e + 2Ỹe(t)A
π
e (t)

− 2Ỹe(t)γe − 2Aπ
e (t)γe.

Since X̃e(t) ≥ 0, κe(t) ≥ 0, Aπ
e (t) ≥ 0 and γe ≥ 0, we can

write:

X̃e(t+ 1)2 − X̃e(t)
2 ≤ Aπ

e
2(t) + κe(t)

2

+ 2X̃e(t)A
π
e (t)− 2X̃e(t)κe(t), (8)

Ỹe(t+ 1)2 − Ỹe(t)
2 ≤ Aπ

e
2(t) + γ2

e

+ 2Ỹe(t)A
π
e (t)− 2Ỹe(t)γe. (9)

Next, we observe that we always have X̃e(t)ke(t) = 0. This
equation can be understood as follows. Since all currently
available keys are used for encryption, if there are packets in
the queue waiting to be encrypted (i.e., if X̃e(t) > 0), there
cannot be any residual keys from the previous round (i.e.,

ke(t) = 0.) Since κe(t) = ke(t) +Ke(t), for X̃e(t) > 0, we
can rewrite the inequality (8) as:

X̃2
e (t+ 1)− X̃2

e (t) ≤ Aπ
e
2(t) +K2

e (t)

+ 2X̃e(t)A
π
e (t)− 2X̃e(t)Ke(t). (10)

On the other hand, if X̃e(t) = 0, trivially we have X̃e(t +
1) ≤ Aπ

e (t). Thus, even in this case, the bound in Eqn. (10)
continues to hold. Combining Eqns. (9) and (10) with the fact
that E(Ke(t)|Q̃(t)) = EKe(t) = ηe, the expected one-step
Lyapunov drift ∆π(t), conditioned on the current virtual queue
lengths Q̃(t), under the operation of any admissible policy
π ∈ Π may be upper bounded as:

∆π(t) ≡ E
(
L(Q̃(t+ 1))− L(Q̃(t))|Q̃(t)

)
≤ B + 2

∑
e∈E

(
X̃e(t) + Ỹe(t)

)
E
(
Aπ

e (t)|Q̃(t)
)

− 2
∑
e∈E

X̃e(t)ηe − 2
∑
e∈E

Ỹe(t)γe, (11)

where B ≡ m(2A2
max +K2

max + γ2
max) is a finite constant.

A Drift Minimizing Routing Policy:

We now design a routing policy which minimizes the upper
bound (11) on the one-step Lyapunov drift. By inspecting the
terms on the bound, it is clear that the routing policy must
choose the route for each packet to minimize the following
routing cost:

RoutingCostπ =
∑
e∈E

(
X̃e(t) + Ỹe(t)

)
Aπ

e (t).

Using Eqn (4), we can express this cost as:

RoutingCostπ =
∑
c∈C

A(c)(t)
∑
e∈E

(
X̃e(t)+Ỹe(t)

)
1(e ∈ T (c)(t)),

where T (c)(t) ∈ T (c)(t) and T (c)(t) is the set of all admissible
routes for the packets belonging to the traffic class c. Decompos-
ing the above cost function into distinct traffic classes, we see
that the drift minimizing policy chooses routes for the packets
in class c at time t by solving the following combinatorial
optimization problem:

T
(c)
opt (t) ∈ argmin

T (c)∈T (c)(t)

∑
e∈E

(
X̃e(t) + Ỹe(t)

)
1(e ∈ T (c)) (12)

Let We(t) ≡ X̃e(t) + Ỹe(t) be the sum of the lengths of the
virtual queues (consisting of both unencrypted and encrypted
packets) for the edge e at time t. Now consider an edge-
weighted version of graph G, where the weight of the edge e
is taken to be We(t). For different traffic types, the optimal
route for each packet is chosen as follows:

• Unicast: The shortest s(c) − t(c) path in the weighted-
graph.

• Broadcast: The minimum-weight spanning tree (MST)
with root s(c) in the weighted-graph.

• Multicast: The minimum-weight Steiner tree with root
s(c) and covering all destinations D(c) in the weighted-
graph.
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• Anycast: The shortest of the k shortest s(c) − t
(c)
i , 1 ≤

i ≤ k paths in the weighted-graph.

For routing multicast traffic, we may use an efficient approx-
imation algorithm for the Min-weight Steiner tree problem
(such as the one described in [32]), as optimally solving the
problem is NP-hard for arbitrary graphs. For all other traffic
classes, standard algorithms may be used for routing [33].

A. Strong Stability of the Virtual Queues

We now show that the proposed TQD policy stabilizes the
virtual queues in the network.

Theorem 2. Under the TQD routing policy, the virtual queue
process {Q̃(t)}t≥0 is strongly stable for any arrival rate vector
λ ∈ int(Λω), i.e.,

lim sup
T→∞

1

T

T−1∑
t=0

∑
e∈E

E
(
X̃e(t) + Ỹe(t)

)
<∞.

Proof: Consider an arrival rate vector λ ∈ int(Λω). From
the definition of the set Λω given by Eqns. (1) and (2), it
follows that there exists a scalar ϵ > 0 such that we can
decompose the total arrival for each class c ∈ C into a finite
number of routes such that

λe =
∑

(i,c):e∈T
(c)
i ,

T
(c)
i ∈T (c)

λ
(c)
i ≤ ωe − ϵ, ∀e ∈ E. (13)

We now define an auxiliary stationary randomized routing
policy πRAND ∈ Π such that the policy πRAND assigns an
incoming packet from class c to the route T

(c)
i ∈ T (c)(t)

with probability λ
(c)
i

λ(c) ,∀i, c. Hence, it follows that the expected
number of packets that are routed along a path (or tree) that
includes the edge e is given by:

E(AπRAND
e (t)) = λe =

∑
(i,c):e∈T

(c)
i ,

T
(c)
i ∈T (c)

λ
(c)
i , ∀e ∈ E. (14)

Since the TQD policy minimizes the upper-bound to the drift
expression in Eqn. (11) among the set of all feasible routing
policies π ∈ Π, by comparing it with the randomized policy
πRAND, we can write:

∆πTQD(t) ≤ B + 2
∑
e∈E

(
X̃e(t) + Ỹe(t)

)
E
(
AπRAND

e (t)|Q̃e(t)
)

− 2
∑
e∈E

X̃e(t)ηe − 2
∑
e∈E

Ỹe(t)γe. (15)

Using the fact that Randomized policy is memoryless, and
hence, independent of the virtual queue lengths Q̃e(t), sub-

stituting the expression (14) into the above drift inequality
simplifies to:

∆πTQD(t) ≤ B + 2
∑
e∈E

(
(λe − ηe)X̃e(t) + (λe − γe)Ỹe(t)

)
≤ B + 2

∑
e∈E

((
λe −min(γe, ηe)

)
X̃e(t)

+
(
λe −min(γe, ηe)

)
Ỹe(t)

)
= B + 2

∑
e∈E

(λe − ωe)
(
X̃e(t) + Ỹe(t)

)
≤ B − 2ϵ

∑
e∈E

(
X̃e(t) + Ỹe(t)

)
,

where we have used the inequality from Eqn. (13). Taking the
expectation of both sides w.r.t. the virtual queue lengths Q̃(t),
we can bound the expected drift at slot t as:

EL(Q̃(t+ 1))− EL(Q̃(t)) ≤ B − 2ϵ
∑
e∈E

E
(
X̃e(t) + Ỹe(t)

)
.

Upon summing the above inequality from t = 0 to T − 1,
dividing both sides by T and upon realizing that L(Q̃(0)) = 0,
we have:

EL(Q̃(T ))

T
+

1

T

T−1∑
t=0

∑
e∈E

E(X̃e(t) + Ỹe(t)) ≤
B

2ϵ
. (16)

Finally, using the fact that L(Q̃(T )) ≥ 0, we get

1

T

T−1∑
t=0

∑
e∈E

E
(
X̃e(t) + Ỹe(t)

)
≤ B

2ϵ
.

Taking lim sup on both sides, we obtain

lim sup
T→∞

1

T

T−1∑
t=0

∑
e∈E

E
(
X̃e(t) + Ỹe(t)

)
<∞,

which shows that both of the virtual queue processes {X̃(t)}t≥1

and {Ỹ (t)}t≥1 are strongly stable.
Discussion: It is clear that, with the above TQD architec-

ture, the proof of Theorem 2 goes through even when we do
not store the keys from the past, i.e. the freshly-generated
keys at each slot are used for encrypting the packets for
that slot only, and the residual keys (if any) are discarded
at the end of the slots (ke(t) = 0,∀t, e). This is obviously a
wasteful way of operating the system, but it does not affect the
throughput-optimality of the TQD policy. Nevertheless, one
advantage of this scheme is that we can now operate the system
with zero-sized key banks and discard stale (and potentially
vulnerable) keys without losing capacity. This observation is
surprising in the context of the counterexample in Section IV,
where we showed that any policy πsingle queue with a single-
queue architecture with excess key discarding is provably not
throughput-optimal.

B. Stability of the Physical Queues

The physical queues naturally obey precedence constraints
and have a more complex dynamics than the virtual queues. In
the following, we argue that the physical queues {X(t)}t≥1

and {Y (t)}t≥1 are also stable.
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a) Stability of the {X(t)}t≥1 process: Note that the
number of keys generated at each slot for serving the virtual
queue X̃e(t) and the physical queue Xe(t) are identical for
all edges e ∈ E and time slot t. Since the excess keys are
indefinitely stored in the key banks and since the packet arrivals
are counted in the virtual queue of unencrypted packets X̃e

before they actually arrive in the corresponding physical queue
Xe, it readily follows that

Xe(t) ≤ X̃e(t), ∀e, t. a.s. (17)

Hence, from the virtual queue stability Theorem 2, it follows
that the physical queues X(t), consisting of the unencrypted
packets, are strongly stable.

b) Stability of the {Y (t)}t≥1 process: Since, unlike the
quantum keys, the cumulative unused services of the physical
links cannot be stored for future use, it is not possible to
derive a pairwise comparison inequality similar to (17) for the
downstream queues Y (t) and their virtual counterparts. Hence,
we study the sample path behavior of the queueing processes
to conclude their stability. Using the fact that the virtual queue
processes {X̃(t)}t≥1 and {Ỹ (t)}t≥1 are non-negative, and
L(Q̃(t)) ≥ Ỹ 2

e (t),∀e ∈ E, (viz. Eqn. (7)) from Eqn. (16) we
have EỸ 2

e (T ) ≤ BT
2ϵ ,∀T ≥ 1. Furthermore, since the number

of packet arrivals at a slot and the link capacities are bounded,
we see that the conditions of Lemma 3.2 of [34] are satisfied.
Hence, under the TQD policy, we have for any λ ∈ int(Λω):

lim
t→∞

Ỹe(t)

t
= 0, ∀e ∈ E, a.s. (18)

Next, using an appropriate packet scheduling policy for the
encrypted packets for the outgoing physical links (e.g., the
Nearest to Origin policy [31]), it can be shown that the rate
stability condition of the virtual queues (18) implies the rate
stability of the physical queues for the encrypted packets as
well, i.e.,

lim
t→∞

∑
e∈E Ye(t)

t
= 0, w.p. 1. (19)

We refer the readers to [2], Theorem 3 for detailed proof using
adversarial queueing theory, which goes through without any
modification. From the above, it immediately follows that the
TQD policy is throughput-optimal. We give formal proof of
this result in Appendix C.

VI. EXTENSION TO HETEROGENEOUS NETWORKS WITH
MULTIPLE SECURITY LEVELS

Setup: So far in this paper, we have considered an
idealistic QKD network where all transmitted packets need to
be encrypted with the quantum keys and all physical links are
equipped with an overlay QKD module. However, in practice,
depending on the required degree of confidentiality, multiple
security levels may need to be supported. Furthermore, in a
large heterogeneous network, such as the Internet, only a small
fraction of the links possess overlay QKD modules. In this
setting, consider a scenario where a group of users, denoted
by S∗, intend to communicate confidential messages among
themselves over a large heterogeneous network. In this case,
only the packets originating from the users in the set S∗ are

Xe(t) Ye(t)
(Encryption) (Transmission)

Packets
from S∗

Packets from other sources

(a)

Packets from the sources
in S \ S∗ that do not require
quantum encryption

(b)

Fig. 7: (a) Depicting a link e ∈ ES , possessing an overlay QKD module,
which serves both secured (from the sources S∗) and unsecured (from the
sources S \ S∗) packets. Packets which need not be encrypted with quantum
keys skip the first queue and join the second queue directly. (b) Depicting a link
e ∈ E \ ES without an overlay QKD module. This link only serves packets
from the sources in the set S \ S∗ that do not require quantum encryption.

required to be encrypted with the quantum keys, whereas the
standard application layer encryption protocol suffices for the
rest of the packets. We now describe an extension of the
proposed TQD architecture, called Extended TQD (e-TQD),
that achieves the secure capacity region in this setting.

Extended-TQD (e-TQD): Denote the set of all physical
links possessing an associated overlay QKD module by
ES ⊆ E. Clearly, packets from the highest security group
S∗, which need to be encrypted with the quantum keys before
each transmission, can be routed only over the links in the set
ES . On the other hand, packets originating from sources other
than the set S∗ may be routed over any subset of links in the
network. This observation suggests the following modifications
to Algorithm 1 (see Algorithm 2 and Algorithm 3 in Appendix
D for the pseudocode). The route of any packet, originating
from some source in the set S∗, is selected by computing
the shortest path in the induced graph G(V,ES). Clearly, the
induced subgraph contains only those edges possessing an
overlay QKD module. On the other hand, packets originating
from the sources in the set S \S∗, that do not require quantum
encryption, skip the encryption queue Xe for any edge e ∈ E.
These packets directly join the downstream queue Y ’s and wait
for the transmission via the physical links. The links e ∈ E\ES

that do not possess overlay QKD modules do not maintain the
Xe queues and maintain only the Ye queues. The virtual queue
lengths are updated accordingly. See Figure 7 for an illustration.
Using arguments similar to the proof in Theorem 2, it can be
shown that the proposed e-TQD policy is throughput-optimal
in this generalized multi-level security setting. We skip the
proof due to space constraints. Numerical simulation results
for the e-TQD policy are given later in Section VII-C.

VII. NUMERICAL SIMULATION

A. TQD Simulation Module (TQDSIMMODULE)

The simulator used in this paper, which we name TQD-
SIMMODULE 2, is built on top of the state-of-the-art discrete
event simulator OMNeT++ [36], [37]. Previously, it has been
successfully used in simulating queueing networks, wireless
ad-hoc networks, peer-to-peer networks, optical switches,

2Source code available online at [35].
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(b) A snapshot of the output from the TQDSIMMODULE during simulation.
For unicast traffic, the source and destination pairs are (1, 9), (5, 14) and
(11, 6) respectively. For broadcast traffic, the source nodes are 1, 5, and 11.

Fig. 8: Illustrating the software architecture of TQDSIMMODULE

and storage area networks. Table I describes the hardware
and software configurations that we use in our numerical
experiments. The values of the principal parameters used in
the simulations are given in Tables II and III. A schematic of
the software architecture of the TQDSIMMODULE is shown
in Figure 8a. The simulator comprises six major components,
which we briefly describe below.

TABLE I: System Configuration used for Simulation

Description Details

Operating System Ubuntu 20.04 LTS
Processor Intel Core i5 7th Generation
Memory 16 GB
Compiler gcc
Simulation Environment OMNeT++ 5.6.2
Simulation Script Cmdenv, Tcl/Tkenv

TABLE II: Simulation Parameters

Parameters Value

Number of Nodes (N ) 150
Probability of connectivity (p) 0.3
Duration of a time slot 0.25 ms
Link Capacity (γe) 1 packet/time slot
Key generation rate (ηe) 0.2-1.0 packets/ time slot
Maximum Queue Capacity (Qc) 10, 000 packets
Mobility Model None
Propagation Delay 0.025 ms
Simulation Time 105 time-slots
Simulation Style Cmdenv-express-mode

1) Poisson Pareto Burst Process (PPBP) Module: Analysis
of a series of network-layer traces has established that real
network traffic exhibits self-similarity, i.e., its statistical be-
haviour remains invariant across multiple time scales [38],
[39]. Since traffic models have profound implications for
the performance of routing policies, it is instructive to test
the proposed algorithms with realistic packet arrival models.
Poisson Pareto Burst Process (PPBP) is a widely used traffic
model that emulates the statistical behavior of real-world

network traffic [40]. In our experiments, we use PPBP as
a traffic source generator for injecting bursty traffic into the
network. The parameters we use to produce the PPBP traffic
are listed in Table III.

TABLE III: Traffic generation parameters

Parameters Details

Traffic generation model PPBP
Traffic type Bursty
Maximum number of packets/burst 5000
Minimum number of packets/burst 1
Sleep time 25 time-slot
Burst time 5 time-slot
Hurst parameter 0.8
Pareto shape parameter (ON-Period) 1.4
Pareto shape parameter (OFF-Period) 1.2
Packet size 512 B

2) Quantum Key Generation Module (QKG): Two major
functions of the QKG module are the generation of new keys
at each time slot and the storage of the residual keys in the
key banks. At each slot t, Ke(t) number of private symmetric
quantum keys are randomly generated over the QKD link
e, where Ke(t) ∼ Poisson(ηe). The key-generation rate is
fixed for each edge during the network initialization such
that the mean rate ηe is uniformly distributed in the range
[0.2− 1]. At the start of each slot, the routing module shares
information about the total number of available keys κe(t) with
the cryptography module. The residual keys from the current
slot are stored in the key bank for future use.

3) Policy Controller Module (PC): This module is responsi-
ble for maintaining the weights in graph G(V,E). In particular,
it is responsible for updating the virtual queue counters (X̃(t)
and Ỹ (t)), assigning edge-weights (W (t)), and computing
the minimum-weight routes for each incoming packet. The
routing module communicates with the PC module to update
the routing table.

4) Cryptography Module: All cryptographic tasks, such as
symmetric key encryption, decryption, and authentication, are
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performed by this module. This module interfaces with the
routing module and the QKG module. Packets are encrypted
if sufficiently many keys are available on the key banks.
Otherwise, packets are queued in the physical queue Xe until
the quantum keys become available.

5) Physical Queue (PQ) Module: This module has multiple
physical queues Ye for enqueuing the encrypted packets either
received from the routing module of the same node or from
the adjacent nodes. In order to analyze the total packet drops
in the network, the queue’s capacity is assumed to be finite in
the simulations.

6) Routing Module: All communication among different
modules takes place through the routing module. The physical
queue Xe, which stores unencrypted packets, is a part of this
module. The encrypted packets received from the upstream
nodes are first decrypted by the cryptography module and then
either delivered to the sink (if this is the destination node) or
sent to the physical queue Xe for the next hop encryption.

B. Simulation Results

We now numerically compare the performance of the TQD
policy with other standard benchmarks for different types of
traffic. The policies are simulated on an Erdos-Renyi random
topology having N = 150 nodes such that any two nodes are
connected independently with probability p = 0.3.

1) TQD with Unicast traffic: The source-destination pairs
for 15 unicast flows are selected uniformly at random from
the set of all N = 150 nodes. The relevant parameter settings
used in our simulation are given in Tables I, II and III. In
the simulation, we compare the performance of the proposed
Tandem Queue Decomposition policy (with and without the
key-storage) with the Backpressure-based QKD routing policy
proposed recently in [22]. Figure 9 shows the variation of the
mean packet delay as a function of the arrival rate λ. Hence,
it follows that the TQD policy (with or without key storage)
clearly outperforms the Backpressure policy in terms of the
mean packet delay. As argued before, the TQD policy without
key storage is throughput-optimal, but due to the discarding
of residual quantum keys, it performs poorly compared to its
key storage variant. From the plot, it can also be observed that
the relative performance gain of the TQD policy compared
to the Backpressure policy is more pronounced, especially at
the lower and higher rate regimes. This is because, at lower
arrival rates, the congestion gradients, which form the basis of
the BP policy, are small. As a result, the average number of
hops a packet traverses through the network before reaching
its destination becomes large, which leads to excessive delays.
On the other hand, for higher arrival rates, the TQD policy is
more efficient than the BP policy, which, by design, stabilizes
the number of residual keys.

Figure 10 compares the TQD and Backpressure policies in
terms of the average number of in-network residual keys for
different arrival rates. The plot shows that the TQD policy
results in more in-network residual keys than the BP Policy.
An abundance of the residu al keys helps to mitigate the key
availability constraints in the QKD networks and improve the
end-to-end latency.
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Fig. 9: Mean packet delay comparison between the TQD policy (with
and without key storage) and the Backpressure policy [22] for unicast
traffic
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Fig. 10: Average number of in-network residual keys available in
the key banks for different arrival rates.

2) TQD with Broadcast traffic: Figure 11 shows the dif-
ference in the average delay to broadcast packets between
two variants of the TQD policy. We see that both policies are
capacity-achieving, yet, unsurprisingly, the TQD policy with the
key-storage variant outperforms its no-key-storage counterpart.
However, the gap between the two variants reduces gradually
with increasing the mean arrival rate. Since the algorithm
proposed in the paper [22] cannot handle broadcast flows, its
performance has not been shown in this plot.
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C. Performance of the e-TQD policy with multiple security
levels

In our final experiment, we consider traffic from sessions
belonging to two distinct security levels - Group (A) sessions
that require quantum encryption and Group (B) sessions that do
not require quantum encryption. Packets belonging to the group
(A) are further categorized into two sub-groups based on their
relative priorities. We assume that the packets belonging to the
groups (A) and (B) are generated with equal probabilities.
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Fig. 12: Mean packet delay of unencrypted and encrypted packets
(with and without priority) under the e-TQD policy

Figure 12 shows the mean delay of the packets belonging to
groups (A) and (B). It can be seen that packets belonging to
group (A) with the lowest priority level have the highest delay,
followed by packets in group (A) with the highest priority level,
followed by packets in group (B), which have the smallest
average delay. The least mean delay for group B packets is
attributed to having access to all feasible routes in the network,
including the links without overlay QKD modules. They also
skip the encryption queue, enabling them not to wait for the
availability of the quantum keys.

VIII. CONCLUSION

In this paper, we proposed a secure and provably throughput-
optimal routing, scheduling, and key management policy for
QKD networks carrying different types of traffic, including
unicast, broadcast, multicast, and anycast. The policy is based
on a simple Tandem Queue Decomposition architecture which
effectively reduces the problem to a generalized network flow
problem without the key availability constraints. We have
investigated the proposed policies both analytically and with
comprehensive numerical simulations. In the future, we plan
to extend the proposed policies beyond the trusted node setting
by considering long-distance quantum entanglements.
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APPENDIX

A. A brief description of the BB84 protocol

For completeness, we now briefly review the BB84 protocol
originally invented by Charles Bennett and Gilles Brassard in
1984 [4], [41]. The BB84 protocol defines a way of sharing
secret keys over a quantum link between two nodes in which
it is impossible to eavesdrop without disturbing the original
transmission. This makes eavesdropping detectable with high
probability by the communicating parties (traditionally denoted
by Alice and Bob). The key idea is to encode each bit of
the secret key into the polarization angle of a single photon.
The polarization angles representing binary zero and one are
together called a basis. The examples of two such bases are 0,
90 degrees (rectilinear (R)) and 45, 135 degrees (diagonal (D)).
Because each vector of one basis has projections of equal length
on all vectors of the other, these two bases are called conjugates.
Whenever a θ1 polarized light passes through a polarizer of a

1

0

01

diagonal basis
rectilinear basis

Fig. 13: Conjugate Bases

certain angle (say θ2), individual photons get either transmitted
or absorbed with probability p or 1 − p, respectively, where
p = cos2(θ1 − θ2). Thus, complete deterministic information
can only be available when the axis of the polarizer matches
with that of the transmitting basis. In all other cases, the
information will be lost.

Alice takes a random bit string and transmits a train of
photons whose polarization bases are chosen uniformly at
random from the rectilinear and diagonal bases. Bob also
chooses a sequence of bases independently and uniformly
at random for measuring the polarization of each received
photon. Any photon whose measurement polarization basis
differs from the transmitted basis will produce a binary zero
or one with equal probabilities. In such cases, the original
information stored in its polarization will be lost. This holds

θ2 = 0∘ θ2 = 90∘

θ2 = 45∘ θ2 = 135∘

1

1 10 1

1 1

Fig. 14: Two vertically polarized photons with θ1 = 90◦ are passed
through polarizers oriented at different angles. Deterministic outcomes
are seen in the top two cases (θ2 = 0◦, 90◦), and probabilistic
absorption and transmission of photons are seen in the bottom two
cases (θ2 = 45◦, 135◦)

.

even for the eavesdropper. Therefore, Bob is required to confirm
the correctness of his basis for each bit transmitted. Alice
announces her choice of the bases over a classical authenticated
channel. Bob discards all bits for which his choice of basis
was incorrect. Whenever a photon of one polarization state
is measured with the same basis, it renders the same bit
without any change. Even if Alice confirms the bases, Bob
cannot fully guarantee the correctness of the bits since any
eavesdropping would have modified the transmitted polarisation
angle, leading Bob to misinterpret a binary zero as one or vice
versa. Therefore, Bob reveals a random subset of the key
bits he received with the correct basis and confirms it with
Alice. When Bob and Alice agree on the shared bits, it means
that the channel is free from significant eavesdropping. If the
shared bits do not match, the eavesdropper must have made
a measurement that changed the quantum state. The whole
key is discarded, and the procedure is repeated until Alice
and Bob agree upon the revealed bits. These discussions over
the classical channel do not compromise the secrecy of the
remaining bits, as they are never revealed. The number of
bits secretly shared at any time is random because of these
polarization mismatches, noise, and possible eavesdropping
activity, which we model as a stochastic counting process with
an appropriate rate.

TABLE IV: Sample communication transcript between Alice
and Bob using the BB84 protocol

QUANTUM TRANSMISSIONS

Alice’s random bits 0 1 1 0 1 1 0 0 1

Alice’s random bases D R D R R R R R D

Alice’s photon polar-
ization ↔ ↔ ↔ ↔ ↔ ↔ ↔ ↔ ↔

Bob’s random bases R D D R R D D R D

Bob’s Reception 1 - 1 - 1 0 0 0 -
(’-’ indicates photon absorption due to incorrect angle of measurement)

CLASSICAL TRANSMISSIONS

Alice tells her bases R D R D D R

Bob’s confirmation ✓ ✓ ✓

Without eavesdropping

Shared Key 1 1 0

Bob reveals some bits 1

Alice’s confirmation ✓

The remaining bits of
secret key shared 1 0

With eavesdropping

Shared Key 1 1 1

Bob reveals some bits 1 0

Alice’s confirmation ✓ ×
DISCARD & RETRANSMIT
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B. Proof of the converse part of Theorem 1

Consider any admissible arrival rate vector λ ∈ Λ(G,η,γ).
By definition, there exists an admissible policy π ∈ Π which
supports the arrival vector λ. Without any loss of generality, we
may assume the policy π to be stationary and the associated
DTMC to be ergodic. Let A

(c)
i (0, t) denote the number of

packets belonging to class c that have arrived at all of their
destination(s) along the route T

(c)
i ∈ T (c) up to time t. Recall

that each packet is routed along one admissible route only.
Thus we can say: ∑

T
(c)
i ∈T (c)

A
(c)
i (0, t) = R(c)(t), (20)

where R(c)(t) represents the number of distinct class-c packets
received by all destination nodes D(c) under the action of
the policy π, up to time t. We also know that if A(c)(0, t)
represents the total number of class-c packet arrivals to the
source s(c) up to time t, then:

A(c)(0, t) ≥
∑

T
(c)
i ∈T (c)

A
(c)
i (0, t), (21)

as any packet that has finished its journey along some route
T

(c)
i ∈ T (c) by the time t must have arrived at the source

before that. By dividing the inequality (21) by t and taking
limit t→∞, we have:

lim
t→∞

A(c)(0, t)

t
≥ lim inf

t→∞

1

t

∑
T

(c)
i ∈T (c)

A
(c)
i (0, t)

(a)
= lim inf

t→∞

R(c)(t)

t
(b)
= λ(c).

The equality (a) holds from Eqn. (20) and the equality (b)
holds from the definition (1) and the fact that our policy π ∈ Π
is claimed to support the arrival rate λ securely. By using
SLLN, we have that

λ(c) = lim
t→∞

Ac(0, t)

t
.

From this, we can conclude that w.p. 1

lim
t→∞

1

t

∑
T

(c)
i ∈T (c)

A
(c)
i (0, t) = λ(c), ∀c ∈ C (22)

Using the fact that the policy π is stationary and the associated
DTMC is ergodic, we conclude that the time-average limits
exist and they are constant a.s. For all T (c)

i ∈ T (c) and c ∈ C,
define

λ
(c)
i

(def)
= lim

t→∞

A
(c)
i (0, t)

t
. (23)

Using Eqns. (22) and (23), we obtain

λ(c) =
∑

T
(c)
i ∈T (c)

λ
(c)
i . (24)

The previous equation (24) proves Eqn. (1) that there exists
a non-negative flow decomposition of the incoming packets
amongst the admissible routes.

For the second part of the proof, we consider an edge e ∈ E
in graph G. Let Ae(0, t) be the number of packets that have
crossed edge e till time t under the action of the policy π. We
have that:∑

(i,c):e∈T
(c)
i ,

T
(c)
i ∈T (c)

A
(c)
i (0, t) ≤ Ae(0, t)

(a)

≤
t∑

τ=0

Ke(τ), (25)

and∑
(i,c):e∈T

(c)
i ,

T
(c)
i ∈T (c)

A
(c)
i (0, t) ≤ Ae(0, t)

(b)

≤
t∑

τ=0

γe, (26)

where the left-most sides of the inequalities (25) and (26)
denote the number of delivered packets which has crossed the
edge e by the time t. This is clearly a lower-bound on Ae(0, t).
The inequality (a) in Eqn. (25) arises from the fact that the
total number of quantum keys generated by the QKD link e
up to time t is an upper bound to the number of packets that
have crossed the edge till time t. Similarly, the inequality (b)
in Eqn. (26) arises from the fact that the number of packets
that have crossed edge e till time t cannot be greater than the
cumulative capacity of the link up to time t.

Combining inequalities (25) and (26), we have a tighter
bound: ∑

(i,c):e∈T
(c)
i ,

T
(c)
i ∈T (c)

A
(c)
i (0, t) ≤ min

(
t∑

τ=0

Ke(τ),

t∑
τ=0

γe

)
. (27)

Dividing both sides of the above inequality by t and taking
the limit t→∞ we get

lim
t→∞

∑
(i,c):e∈T

(c)
i ,

T
(c)
i ∈T (c)

A
(c)
i (0, t)

t
≤ min

(
lim
t→∞

∑t
τ=0 Ke(τ)

t
, lim
t→∞

γet

t

)

(28)

Using Eqn. (23) on the LHS and SLLN in the first term in the
RHS of Eqn. (28) we get∑

(i,c):e∈T
(c)
i ,

T
(c)
i ∈T (c)

λ
(c)
i ≤ min(ηe, γe) = ωe. (29)

From the definition (2), we see that the condition that no edge
is overloaded translates to

λe ≤ ωe. (30)

This establishes the converse part of Theorem 1. ■

C. Throughput-Optimality of TQD
For any class c ∈ C, let A(c)(0, t) be the total number

of incoming packets belonging to class c up to time t. The
total number of packets R(c)(t) commonly received by all
destination nodes D(c) of class c can be bounded as follows:

A(c)(0, t)−
∑
e∈E

Xe(t)−
∑
e∈E

Ye(t)
(a)

≤ R(c)(t)
(b)

≤ A(c)(0, t).

(31)
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Here the first inequality (a) arises from the observation that
if a packet p of class c has not reached all destination nodes
D(c), then at least one copy of it must be present in some
of the physical queues. Inequality (b) states the obvious fact
that the number of packets received till time t is less than the
number of packets that have arrived at the source till time t.
Since the TQD policy is proven to be rate stable, we know
that

lim
t→∞

∑
e∈E Xe(t)

t
= 0 and lim

t→∞

∑
e∈E Ye(t)

t
= 0.

Thus, dividing both sides of the inequality (31) by t and taking
the limit t→∞, we get

lim
t→∞

A(c)(0, t)

t
≤ lim

t→∞

R(c)(t)

t
≤ lim

t→∞

A(c)(0, t)

t
.

Thus:

lim
t→∞

R(c)(t)

t
= lim

t→∞

A(c)(0, t)

t
= λ(c),∀c ∈ C.

This shows that the TQD policy is secure and throughput
optimal. ■

D. Pseudocode for Extended-TQD

Algorithm 2 Extended TQD (e-TQD) algorithm for packets
from the secured sources S∗ requiring quantum encryption
Require: Set of edges ES with an overlay QKD module,

Graph G(V,ES), Virtual Queue lengths {X̃e(t), e ∈ E}
and {Ỹe(t), e ∈ E}

1: (Edge-Weight Assignment) Assign each edge e ∈ ES a
weight We(t) equal to X̃e(t) + Ỹe(t), i.e.,

W (t)← X̃(t) + Ỹ (t).

2: (Route Assignment) Compute a Minimum-Weight Route
T (c)(t) ∈ T (c)(t) for a class c incoming packet in the
weighted induced graph G(V,ES).

3: (Key Generation) Generate symmetric private keys for
every edge e via QKD and store them in the key banks.

4: (Encryption) Encrypt the data packets waiting in physical
queue Xe with the available keys in the key bank and
move the encrypted packets to the downstream queue Ye

for every edge e.
5: (Packet Forwarding) Forward the encrypted physical

packets from the queue Ye to the queue Xe′ for every
edge e according to some packet scheduling policy (e.g.,
ENTO). Here e′ is the next edge in the assigned route of
a packet.

6: (Decryption) Decrypt the data packets received at physical
queue Xe for every edge e using the symmetric key
generated earlier via the QKD process.

7: (Queue Counter Updation) Update the virtual key queues
and virtual data queues assuming a precedence-relaxed
system, i.e.,

X̃e(t+ 1)←
(
X̃e(t) +Aπ

e (t)− κe(t)
)+

, ∀e ∈ E

Ỹe(t+ 1)←
(
Ỹe(t) +Aπ

e (t)− γe
)+

, ∀e ∈ E.

Algorithm 3 Extended TQD (e-TQD) algorithm for packets
from sources S∗c without needing quantum encryption

Require: Graph G(V,E), Virtual Queue lengths {X̃e(t), e ∈
E} and {Ỹe(t), e ∈ E}

1: (Edge-Weight Assignment) Assign each edge e ∈ E a
weight We(t) equal to Ỹe(t), i.e.,

W (t)← Ỹ (t).

2: (Route Assignment) Compute a Minimum-Weight Route
T (c)(t) ∈ T (c)(t) for a class c incoming packet in the
weighted graph G(V,E).

3: (Packet Forwarding) Forward the physical packets from
the queue Ye to the queue Ye′ for every edge e according
to some packet scheduling policy (e.g., ENTO). Here e′ is
the next link in the assigned route of a packet.

4: (Queue Counter Updation) Update the virtual data queues
assuming a precedence-relaxed system, i.e.,

Ỹe(t+ 1)←
(
Ỹe(t) +Aπ

e (t)− γe
)+

, ∀e ∈ E.


